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Abstract

The question of cognitive architecture – how cognitive processes are temporally organized – has arisen in many areas of

psychology. This question has proved difficult to answer, with many proposed solutions turning out to be spurious. Systems

Factorial Technology (Townsend & Nozawa, 1995) provided the first rigorous empirical and analytical method of identifying

cognitive architecture, using the Survivor Interaction Contrast (SIC) to determine when people are using multiple sources of

information in parallel or in series. Although the SIC is based on rigorous nonparametric mathematical modeling of response

time distributions, for many years inference about cognitive architecture has relied solely on visual assessment. Houpt and

Townsend (2012) recently introduced null hypothesis significance tests, and here we develop both parametric and

nonparametric (encompassing prior) Bayesian inference. We show that the Bayesian approaches can have considerable

advantages.

Keywords: Mental Architecture; Human Information Processing; Survivor Interaction Contrast; Nonparametric;

Bayesian
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Bayesian Analyses of Cognitive Architecture

Our environment surrounds us with multiple sources of information such as street lights, mobile phone ringtones, and

the tactile sense of the chair we sit on, to name just a few. One of the fundamental questions in psychological research is how

different sources of information are processed and combined (e.g., Algom, Eidels, Hawkins, Jefferson, & Townsend, 2015;

Diederich & Colonius, 2015; Miller, 1982; see also Gaissmaier, Fifić, & Rieskamp, 2011, for everyday judgment and decision

making). For instance, when presented concurrently with two sources of visual information (say, two dots of light, at the top

and bottom of a computer screen) we could process both dots at the same time (i.e., in parallel) or one after the other (i.e.,

serial processing). These different configurations define the architecture of the cognitive system performing the task.

Intuitively, the two different architectures should make different predictions concerning the time taken for processing. For

example, processing time should increase with the number of to-be-processed items in a serial system, but not in a parallel

system.

However, extensive work by Townsend and colleagues has shown that parallel and serial models can mimic each other

(Townsend, 1972, 1990; see also Williams, Eidels, & Townsend, 2014, for a recent case-study of bimodality). For example, a

model assuming parallel processing-channels that share a limited pool of capacity predicts an increase in response time (RT)

as more items are displayed simultaneously. Similarly, some serial models can predict no such increase if capacity, and hence

the speed of processing each of the items, increases with the number of items. Consequently, questions about architecture

have historically been difficult to resolve.

More recently, Townsend and colleagues developed a framework that can identify several important characteristics of

the human information-processing system, including architecture. Systems Factorial Technology (SFT; Townsend & Ashby,

1983; Townsend & Nozawa, 1995) is a response-time modeling framework, accompanied by a related theory-driven

methodology that uses RT distributions estimated from data to make inferences about several attributes of a cognitive

system. Apart from architecture, SFT is also capable of identifying the decisional stopping rule, which determines how much

information must be collected prior to decision. Stopping is described as exhaustive or following an ’AND’ rule if the system

processes all incoming sources of information before emitting a response (e.g., A, and B, and C). The AND case is also termed

maximum-time rule, since the system must await the slowest of the processes to be completed before initiating a response.

Alternatively, in a minimum-time stopping rule the system can stop as soon as the first source of information is fully

processed (i.e., as soon as either A or B or C finish, hence an “OR” rule). SFT can also identify a special case of parallel

processing, coactive processing, in which information from the parallel channels is pooled toward a single decision rather than

combined with a stopping rule (Houpt & Townsend, 2011; Townsend & Nozawa, 1995).

Different tasks, in the lab and in everyday life, naturally require exhaustive processing, whereas other tasks require

minimum time processing, but people do not necessarily comply with these task demands. For example, people might respond

based on one source of information to be swift, though the task requires exhaustive processing of multiple sources, or

conversely they might process more sources than needed just to be “on the safe side”. Therefore, a principled way of

measuring how people actually respond, and what kind of stopping rule they employ, is necessary. Accurate identification of

architecture and stopping rule is fundamental to our understanding of how people deal with multiple sources of information.

The SFT methodology for identifying architecture and stopping rule requires data from a “double-factorial” design,

with four experimental conditions. These conditions are obtained by fully crossing two factors with two levels of salience each,

where salience affects the difficulty of the task. To illustrate, consider the prototypical design depicted in Figure 1, with dots

of light in two spatial locations (e.g., Eidels, Townsend, Hughes, & Perry, 2015). We can factorially manipulate the presence

versus absence of each dot to obtain four experimental conditions: dot on top, dot at the bottom, dots on both locations, or

no dots at all. A participant in the task is asked to respond if they detect the presence of a target stimulus (dot) in either
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location (an “OR” stopping rule), so on some trials no dots are presented to prevent default “target-present” responses. The

manipulation of dot presence versus absence allows the measurement of workload capacity – a measure of processing efficiency

with varying load. This attribute is not the focus of the current paper, so we refer the reader to other published work (Houpt,

Blaha, McIntire, Havig, & Townsend, 2013; Houpt & Townsend, 2012; Townsend & Nozawa, 1995; Townsend & Wenger,

2004). For inference about architecture and stopping rule the design entails a second factorial manipulation (hence the name

“double factorial design”) on the level of salience (e.g., the contrast of each dot). For this manipulation we focus on the subset

of trials with both dots, and the manipulated factors are the contrast level (H=high, L=low) of a dot of light presented on the

top of the screen, crossed with the contrast levels (H=high, L=low) of a dot presented at the bottom of the screen (see

Figure 1 again). The resulting conditions are denoted HH, for the the experimental condition where both stimuli were highly

salient, and similarly HL, LH, and LL for the high-low, low-high and low-low conditions.

In such a design participants are repeatedly presented with many trials (often a few hundreds, or even thousands, e.g.,

Eidels et al., 2015) presented in random order, one trial at a time. At the end of the experiment responses are sorted by

condition, to allow estimation of response-times distributions for each of the conditions. Specifically, we estimate for each

condition the survivor function, S(t), which is the complement of the cumulative distribution function of RT, S(t) = 1− F (t),

and tells us the probability that an observer had not yet responded at time t.

Using the survivor functions from the HH, HL, LH, and LL conditions (denoted SHH(t), SHL(t), etc.) we can

calculate the Survivor Interaction Contrast – the key statistic used in SFT to identify architecture and stopping rule:

SIC (t) = [SLL (t)− SLH (t)]− [SHL (t)− SHH (t)] .

The SIC is useful because different architectures, when associated with different stopping rules, predict unique SIC

patterns, as illustrated in Figure 2. Based on theorems proved by Townsend and colleagues (Houpt & Townsend, 2011;

Townsend & Nozawa, 1995; H. Yang, Fifić, & Townsend, 2014; Zhang & Dzhafarov, 2015), researchers can estimate SIC from

empirical data and compare it to the various model predictions in order to rule out models that are unable to generate the

observed pattern of the contrast function. For example, serial models predict SIC values that are either zero for all time t

(serial minimum-time model, also termed Serial-OR; see Figure 2, middle-right panel) or that start negative and then turn

positive (serial-exhaustive model, also termed Serial-AND). Therefore, observing an all-positive SIC function rules out any

kind of serial processing. Likewise, observing an SIC function that is estimated at 0 for all time t rules out any kind of

parallel processing, and is commensurate with a Serial-OR model. In Appendix A we provide a step-by-step explanation of

how to calculate SIC from data and a simple example illustrating how specific models predict unique SIC forms.

Note that the SIC predicted by the coactive model is qualitatively similar to that predicted by the serial-AND model –

with both positive and negative parts – but they can be distinguished by observing that the negative and positive areas are

equal for the serial model, i.e.,
∫

SIC (t) = 0, whereas the positive area is greater than the negative area for the coactive

model, i.e.,
∫

SIC (t) > 0. As it turns out, the integrated survivor interaction contrast is just the interaction contrast of the

mean RTs across salience levels.1 Because of this correspondence, we will refer to the integrated SIC as the MIC (“mean

interaction contrast”), and use it to differentiate coactive and serial-AND model.

MIC = (MRTLL −MRTLH )− (MRTHL −MRTHH ) =
∫ ∞

0
SIC (t) dt

1This follows from the fact that, for positive random variables such as RTs, the integrated survivor

function is the expected value.
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SIC analysis has been applied successfully to a wide range of stimuli in an attempt to understand how they are

processed by the human cognitive system, from simple dots of light presented in different locations (Eidels et al., 2015;

Townsend & Nozawa, 1995), to orientation and spatial frequency (C.-T. Yang, Chang, & Wu, 2012), letter strings (Fifić,

Townsend, & Eidels, 2008), hue and saturation (Fifić, Nosofsky, & Townsend, 2008), Stroop colour and word dimensions

(Eidels, Donkin, Brown, & Heathcote, 2010), and to stimuli as complex as human faces (Fifić & Townsend, 2010).

Despite the increasingly widespread use of Systems Factorial Technology in general, and the SIC in particular, SFT

initially lacked satisfactory means for statistical testing. Judgments concerning the form of the SIC function were based on

eyeballing the estimated SIC vis-a-vis the known signatures (Figure 2), later supplemented by bootstrapped confidence

intervals (e.g., Townsend & Eidels, 2011; C.-T. Yang et al., 2012). Recently, Houpt and Townsend (2010) developed a

null-hypothesis-significance testing approach for the SIC. In the current paper we augment the statistical toolkit for SIC by

introducing two new Bayesian tests. We begin by outlining the advantages of a Bayesian approach for SIC testing. We then

describe the new tests, a parametric Bayes test and a non-parametric Bayes test based on a Dirichlet process. Finally, based

on both simulated and empirical data sets, we compare the two Bayesian tests and the existing null hypothesis test.

Advantages of Bayesian Analysis

Although the null-hypothesis-significance tests of the SIC developed in Houpt and Townsend (2010) are powerful with

respect to detecting most architectures and stopping rules, there are a number of reasons to develop complimentary Bayesian

approaches. Kruschke (2010b) gives an overview of the arguments for using Bayesian statistics for data analysis, which are

briefly summarized below.

First, a number of practical reasons exist for why a researcher might prefer a Bayesian approach over the traditional

framework. The most direct reason is the use of informed priors. The use of priors could vary from choosing a reasonable

range of parameters for a particular model to limiting the space of models under consideration to a specific set of cases, such

as exhaustive processes. Priors also offer a straightforward way to build hierarchical structure into a model. Hierarchical

structure can also be used to make inferences about group level performance, something SFT had not been able to do to date.

Although hierarchical models are not limited to Bayesian statistics, priors provide a natural way to build in hierarchical

structure.

In addition to the increased flexibility in model design relative to traditional applications of

null-hypothesis-significance tests, the Bayesian framework has advantages when making inferences based on data. Bayesian

analysis leads to estimates of a posterior distribution over parameter values and/or models. This approach gives more

information about the model than just the maximum likelihood values that are usually the focus of the frequentist approach.

Furthermore, in some cases, including SIC tests, making inferences based on the posterior distribution, rather than a series of

significance tests, can avert some Type I error inflation problems.

The latter point relates to another deficit of the null-hypothesis significance-testing framework: the inability to gain

evidence for the null hypothesis. Despite the inclination of some researchers to interpret a non-significant result as evidence in

favor of the null hypothesis, the logic of null-hypothesis testing does not permit such an interpretation. Non-significant results

only imply that there was not sufficient evidence to reject the null hypothesis. In contrast, the Bayesian framework is based

on the strength of the evidence for the model given the data. The value can be used to pit competing models against one

another, including models playing the role of the null in the frequentist approach.

For SIC tests specifically, a major advantage of the Bayesian approach is that we do not have to assume that the

positive and negative parts of the SIC are independent. The tests in Houpt and Townsend (2010) treat the two significance
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tests of the same SIC as independent. In reality, the positive and negative parts of the SIC are likely highly correlated due to

their dependence on the same underlying data-generating process.

The following sections contain an examination of two different Bayesian methods for determining the architecture and

stopping rule of a process: a parametric approach, assuming a particular form of the channel completion time distributions;

and a nonparametric Bayesian test, based on Dirichlet process priors over the RT distributions. We then asses these two

approaches, as well as the previously developed null-hypothesis-significance testing approach (Houpt & Townsend, 2010), in

two simulation studies; in the first the assumptions made by the parametric model are true, and in the second they are not.

Model Selection

Given multiple competing models of the data, we must determine which is best. This topic is an active area of

research, and many competing methods are available for directing choice (cf. Gelman, Hwang, & Vehtari, 2014; Kruschke,

2010a; Zucchini, 2000). Ideally the evidence from the data will be strong enough such that any well-founded method of model

comparison would give the same answer. In the next section, we use another approach, the Bayes factor, which is based on the

relative posterior probability of a model, given the data. Bernardo and Smith (1994) have argued that the Bayes factor is

most appropriate in settings in which one of the models in the comparison set is believed to be the true model. When the

comparisons are among possible SIC shapes, as in the next section, we can be confident that if one of the channel

combinations was the channel combination that produced the data, then the true SIC shape is among those compared. For

our parametric models, we do not believe the true model is among those compared, even if we believe the true channel

combination is. The process by which a human cognitive system processes a source of information is almost certainly not

equivalent to a Brownian motion process. Instead, we use the inverse Gaussian distribution as a placeholder for comparing

among the degree to which those different combinations explain the data while controlling for over-fitting. In this case the

WAIC (Vehtari, Gelman, & Gabry, 2016; Watanabe, 2010) is strong option that we apply in this paper. We refer to the

overall parametric method that we proposed in this section as the IG (Inverse Gaussian) test.

A Parametric Bayesian Test

Parametric models of information processing assume specific distributions of the time taken by the system to complete

processing of some input and decide between response alternatives. The processing systems, or models, discussed in this paper

combine input from multiple channels so the distributions can characterize either the completion time of each individual

channel, or the total completion time of the system. For illustration, suppose there are two processing channels 1 and 2 that

take time T1 and T2, respectively, to complete processing. These completion times for the individual channels are typically

not observed. The observed quantity is the total completion time of the system, which depends on not only T1 and T2 but

also the architecture and stopping rule. For example, a parallel minimum-time (Parallel-OR) model assumes that channels 1

and 2 are processed simultaneously and the system can stop as soon as the faster channel completes. Thus, the observable

total completion time of such a system, when presented with input signals to both channels 1 and 2, can be mathematically

expressed by min(T1, T2). In contrast, a parallel exhaustive (Parallel-AND) model assumes the system must await the slower

of the two processes, so total completion time is max(T1, T2). A serial-minimum-time (Serial-OR) model assumes that

channels are processed one after the other, but only one of them needs to be processed so total completion is equivalent to one

channel’s completion time, T1 or T2, depending on which channel is processed first (i.e., Channel 1 with probability p, or

Channel 2 with probability 1− p). Finally, a serial-exhaustive model (Serial-AND) requires that channels are processed one
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after the other and that both must be completed for the system to finish, so total completion time is the sum of the

completion-times of the individual channels, T1 + T2. For convenience we summarize the models below:

Parallel-OR T12 = min(T1, T2)

Parallel-AND T12 = max(T1, T2)

Serial-OR T12 = T1; with probability p, or

T12 = T2; with probability 1− p

Serial-AND T12 = T1 + T2

These equations describe the completion time of four of the models of interest. They can be used to mathematically

characterize the processing models with multiple processing channels based on the completion time distributions of each

channel. Those distributions are combined in accordance with the model’s architecture and stopping rule to get a model of

the total completion time distribution, corresponding to the observed RT distribution (excluding the time for response

production).

The formulas for distributions of completion times given the channel completion times are relatively straightforward in

the two-channel case, but require a few definitions. Let f(t) be the completion time density function, indicating the

probability density that a process has finished at time t. Let F (t) be the cumulative distribution function of processing time,

indicating the probability that the process of interest has finished at time t or before. Finally, as already discussed, S(t) is the

survivor function, indicating the probability that the process had not finished at time t.

A Parallel-OR model implies the total completion time density is the density of channel 1, f1(t), times the survivor

function of channel 2, plus the density of channel 2 times the survivor function of channel 1. A Parallel-AND model has the

same form, with the survivor function replaced by the cumulative distribution function. The density of the Serial-OR

completion time is a mixture of the channel completion time densities, with the mixing proportions (p and 1− p) equal to the

probabilities that either channel goes first. Finally, the Serial-AND completion time density is the convolution (“*”) of the

two channel completion times (Townsend & Ashby, 1983).

Let the subscripts 1 and 2 indicate the completion time of channels 1 and 2 respectively, and let the subscript 12

indicate the total completion time. Given f12(t) is the density of the total completion time, these models can be summarized

as follows.

Parallel-OR f12(t) = f1(t)[1− F2(t)] + f2(t)[1− F1(t)]

Parallel-AND f12(t) = f1(t)F2(t) + f2(t)F1(t)

Serial-OR f12(t) = pf1(t) + (1− p)f2(t)

Serial-AND f12(t) = f1(t) ∗ f2(t)

Note that the Serial-OR model has an extra parameter, p, that determines the probability that either of the two

channels is processed first. For the purposes of this paper, we left this as a free parameter with a uniform prior between 0 and

1.

Characterization of the fifth model of interest, the coactive model, depends on the underlying process that generates

its completion time distribution. Often RTs are modeled as the amount of time until a stochastic process first reaches a

particular threshold value. The stochastic process represents the accumulation of evidence for a particular response, and the

threshold represents the amount of evidence required to make that response. Within this framework, a coactive model of RTs

is based on the first passage time of the sum of the information accumulation processes on each channel to a single threshold.

The most mathematically well developed coactive models are those based on a Poisson process (Schwarz, 1989; Townsend &

Nozawa, 1995) or on a Brownian motion process with drift (Houpt & Townsend, 2011; Schwarz, 1994).
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Our test of the coactive model assumed that information accumulation is a Brownian motion processes with drift (ν)

and threshold value (α). With these assumptions, the channel completion times have an inverse Gaussian distribution, with

the following density and distribution functions.

f(t; ν, α) =

√
α2

2πt3
exp
[
−(tν − α)2

2t

]
F (t; ν, α) = Φ

[√
α2

t

(
tν

α
− 1
)]

+ exp [2αν] Φ

[
−

√
α2

t

(
tν

α
+ 1
)]

Although a Brownian motion process could vary based on both a drift rate and a diffusion coefficient (i.e., the

moment-to-moment standard deviation), we fixed the diffusion coefficient to 1 in our simulations. The diffusion coefficient can

trade off with the drift rate and threshold, so one of them must be fixed to make the completion time distribution identifiable.

We also assume that the drift rate at a given salience level is the same for each channel. Although this assumption will

sometimes be incorrect, it reduces the complexity of the model, and hence the time needed to estimate posteriors. In many

applications, such as the dot detection task that we use to illustrate applying tests to real data, this assumption is reasonable.

To fully specify the coactive model we use gamma prior distributions over the rate and threshold parameters. To

constrain the model such that the high salience rate is larger than the low salience rate, we first sample the low salience drift

rate, then add an additional, positive random variable (η) to get the high drift rate. Here we use the rate/threshold

parameterization of the inverse Gaussian so that IG(ν, α) refers to the first passage time (i.e., the first time at which the

threshold is reached) distribution for a Brownian motion process with drift rate ν to reach α. Note that this model is a

first-passage time model and hence there is only one response-generating threshold per process. Figure 3 demonstrates the IG

model of a Parallel-AND process and a Serial-AND process.

Ti;H ∼ IG (νH , α) η ∼ Exponential(100)

Ti;L ∼ IG (νL, α) νL ∼ Γ(4, 0.1)

α ∼ Γ(4, 0.1) νH = νL + η

A growing number of software packages are available for estimating posterior distributions of a wide range of models, including

those with a linear or non-linear hierarchical structure. We implemented these models using STAN (Stan Development Team,

2014), which is based on Hamiltonian Monte Carlo sampling (Duane, Kennedy, Pendleton, & Roweth, 1987).

A Nonparametric Bayesian Test

In this section, we develop a nonparametric Bayesian test of architecture and stopping rule. Rather than modeling the

underlying process by making specific assumptions about channel time distributions, as we do in the test developed in the

next section, here we directly model the uncertainty in the estimates of the survivor function in each condition, and hence the

uncertainty in the estimate of the SIC. For Bayesian analysis, we need a prior over distributions. In order to not inadvertently

constraint the generality of our characterization of a particular architecture and stopping rule we use the Dirichlet process

prior (Ferguson, 1973).

To describe the Dirichelt process formally, it helps to begin with the Dirichlet distribution. The Dirichlet distribution

is a distribution over the probabilities associated with a fixed number of bins. For example, if there were k categorical

outcomes possible, then the Dirichlet distribution would describe the relative likelihood of an assignment of probability across
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those k bins. The parameter of the Dirchlet distribution, the vector β, effectively assigns prior weight to distributions that

have bin likelihoods that are similar in relative magnitudes to the relative magnitudes of the elements of β. With k bins, β

would be a k dimensional vector. If a particular βi larger than another betaj , then a Dirichlet distribution will have relatively

higher likelihood assigned to distributions with higher probabilities assigned to category i than category j. The density of the

Dirichlet distribution for probabilities x1, . . . , Xk such that
∑

xi = 1 is given by,

f(x1, . . . , xk;β) =
1

B (β)

∏
i=1

kx
βi−1
i

where B() indicates the Beta function.

The Dirichlet process is an infinite dimensional generalization of the Dirichlet distribution, i.e., where k is infinite. In

our application, it is a distribution such that for any binning of the RTs, the probability of a RT falling in each bin has a

Dirichlet distribution. The Dirichlet process is parameterized by a function β which maps sets to positive real numbers,2 β

evaluated on the bins determines the β vector which parameterizes that Dirichlet distribution given by a particular binning of

the RTs.

From a generative perspective, a random distribution is sampled from the Dirichlet process prior and the response

times are randomly sampled from that random distribution. If we let RTl(i) be the ith RT in condition l ∈ {HH,LH,HL,LL},

then,

αl ∼ DP(β)

RTl(i) ∼ αl.

Samples from a Dirichlet process are almost surely discrete distributions whereas RTs are usually modeled with continuous

distributions (e.g., Heathcote, 2004; Van Zandt, 2002). Nonetheless any continuous distribution can be approximated

arbitrarily well by a discrete distribution, so we can obtain good approximations of continuous distribution with samples from

the Dirichlet process prior.

For the application of the Dirichlet process prior to SICs, we must first consider the discretization of the RTs, i.e., how

the RT bins will be defined. We did so using quantiles of the maximum likelihood inverse Gaussian fit to all of the RT data.

This creates a compromise between two competing constraints, namely that the binning should be independent of the data

and we would like to preserve as much information in the RTs as possible when binning the data. In earlier work, Heathcote,

Brown, Wagenmakers, and Eidels (2010) found little effect of violating the former constraint by choosing bins based on the

quantiles estimated directly from the data.

Next, an appropriate β must be chosen. In our current approach, we fix β to be a uniform distribution across the

defined bins.3 This means that the relative probability that each bin is assigned a particular probability in a sample is the

same across bins. Each of the four distributions used to calculate the SIC have the same prior, so for determined values of the

prior, such as the mean or specific quantiles, the SIC is zero. However, because the samples from the prior for each

distribution are random, samples of non-zero SICs from the prior are expected.

Computation of the Bayes factor simply involves counting the number of prior and posterior samples that meet the

conditions that define a particular form of the SIC function. This approach is hampered by the fact that a flat SIC for the

2β must satisfy the formal definition of a measure, but is not required to be a probability measure.
3To build a hierarchical model over the different RT distributions, one could also assign a separate β to

each salience condition, each of which is drawn from another Dirichlet process.
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serial-OR model essentially has probability zero in the prior. Hence, if we had a continuous distribution over SICs, the flat

SIC would have probability exactly zero. Because we are using discrete approximations, there is positive probability of a flat

SIC, but it is small, and the better the binning approximates a continuous distribution, the lower that probability. This

problem is not unique to nonparametric Bayesian statistics. Attempting to assess the probability of a point hypothesis (such

as the null hypothesis that the means of two continuous random variables are the same) leads to the same issue.

To address this problem, we use a region of practical equivalence (ROPE) around zero (cf. Klugkist, Kato, & Hoijtink,

2005; Kruschke, 2011) for both the SIC and, for the Coactive/Serial-AND discrimination, the MIC (recall this is the

integrated SIC). The ROPE is comprised of the values that are treated as zero, both in the prior and posterior distributions.

Hence, any sample from a distribution over SICs that never falls outside the ROPE is treated as a flat SIC, any sample that

extends beyond the positive bound of the ROPE, but not the negative bound, is treated as an all-positive SIC, and any

sample that extends beyond the negative bound of the ROPE, but not the positive bound, is treated as an all-negative SIC.

Similarly, if the MIC is within the ROPE, it is treated as zero. The range of the ROPE for the SIC need not be the same as

the ROPE for the MIC, hence both are parameters that must be set for the model. We use values chosen based on a range of

simulated models in the sections below. Ideally the test would not require the setting, or tuning, of specific parameters.

Although this is considered a disadvantage in the realm of Bayesian statistics, it is similar in practice to choosing an alpha

level for a null-hypothesis-significance test.

To determine the relative evidence among the potential SIC forms we used BFs calculated using the encompassing

prior approach (Klugkist et al., 2005). First we estimate the posterior probability of each SIC shape. We do so by sampling

distributions for each of SIC conditions from the prior and from the posterior, then counting the frequency with which those

samples yield an SIC that is 0 (within the ROPE for all bins), all negative, all positive, negative-then-positive with MIC

within its ROPE, negative-then-positive with positive MIC, or something else (e.g., positive then negative). The BF for a

particular SIC shape is then estimated by the ratio of the number of samples in the posterior and prior. Details on

implementing this approach are included in the supplementary material.

To obtain estimates of the prior and posterior probability of any particular SIC form we examine the combination of

the priors and posteriors for each condition’s RT distribution. Examples of samples from the prior and posterior of the DP

model of the SIC shape are shown in Figure 4. The majority of the prior probability does not correspond any of the SIC forms

of interest (e.g., there are many positive and negative ranges), approximately 0.729.

Although the DP test allows for the possibility of SIC shapes other than those depicted in Figure 2, we give those

other shapes zero prior probability. This is done in practice by ignoring samples from either the prior or posterior that are not

classified as one of the five predicted shapes. Hence, BFs compare a given model to an encompassing model constituted of the

union of the five SIC shapes.

When conditioned on having one of the five forms corresponding to the generating models of interest, all-negative and

all-positive have by far the highest prior probability (both approximately 0.49) while the coactive form has the next highest

(0.0017) followed by Serial-AND (1.95× 10−5) and Serial-OR (5.16× 10−7). While the encompassing BF approach can

account for the differential prior weighting, the extremely low probability of a Serial-OR form can lead to poor prior estimates

unless very large samples are taken for the prior and posterior. To compensate, we added a single sample to any category for

which there was no observed sample, both for the prior and posterior. When the number of samples for each is set to 10, 000,

as it was in all of our analyses, this effectively sets the minimum probability of a SIC shape to 1× 10−4 in both the prior and

posterior.
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Simulation

Similar to the approach in Houpt and Townsend (2010), we used simulated data to explore the tests of architecture

and stopping rule. We simulated data from two different generating distributions for channel completion times. Channel

completion times were combined based on the particular architecture and stopping rule for simulated RTs. For example, to

simulate a Parallel-AND model RT we used the maximum of one sample from each of the channel completion time

distributions. The parametric (IG = Inverse Gaussian) and the non-parametric (DP = Dirichlet Process) tests were applied to

exactly the same data rather than separate samples from the same generating process. For a baseline comparison, we also

analyzed these data with the Houpt and Townsend (2010) statistic (HT).

We generated 100 samples from each architecture and stopping rule. Each sample included 100 trials per distribution,

which is in the low- to mid-range of the number of trials commonly used in experiments testing the SIC. The best fit model

for the parametric approach was chosen based on the lowest WAIC. For the DP test, the best fit model with the highest BF

using the encompassing prior approach with the MIC and SIC ROPEs set to 0.1.4

Inverse Gaussian Simulation

For the first simulated data set, we assumed each channel completion time was a first passage time of Brownian

motion with drift.5 Thus if {Xc(t); t ≥ 0} is the Brownian motion process with drift that represents channel c, the completion

time of channel c, (Tc) is given by,

Tc = inf{t : Xc(t) ≥ α}.

If νc is the drift on channel c, then the completion time has an inverse Gaussian distribution,

Tc ∼ IG (νc, α) .

Each channel had threshold set to α = 30. To model the low salience conditions, the drift rate was set to νL = 0.1; to model

the high salience conditions, the drift rate was set to νH = 0.3. The diffusion coefficient was set to σ2 = 1 for all simulations.

These parameters were chosen to generate RTs within a range characteristic of experiments using simple speeded-choice tasks.

To model Parallel-OR and Parallel-AND RTs, we took the minimum and maximum of pairs of independently

generated channel completion times, respectively. To model Serial-OR completion times, we used the completion time from a

random channel; each channel chosen with probability p = 0.5. To model Serial-AND completion times, we took the sum of

the channel completion times. To model Coactive completion times, we assumed the sum of the diffusion processes from both

channels reaching threshold elicited a response (cf. Houpt & Townsend, 2011; Schwarz, 1994),

TCoactive = IG
(
(ν1 + ν2)/

√
2, α/

√
2
)
.

The proportions of the tests assigning the generated RT data to each model are shown in Table 1. These values only

represent assignment based on the best model (i.e., highest BF or lowest WAIC). Given that the parametric IG test assumes

the true data-generating structure, it is no surprise that it performed extremely well. Out of the 500 data sets that were

4These values were chosen based the best performance on the combined dataset. See the discussion on

ROPE and the DP tests in the section on ROPE and the DP Test.
5This model is slightly different than the generating model in (Houpt & Townsend, 2010), which assumed

an Ornstein-Uhlenbeck process for each channel.
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generated, the test only made 24 errors and those errors follow the same pattern of errors as the HT null-hypothesis test: the

misclassification of the Parallel-OR data as Coactive, corresponding to cases in which a chance early negative part of the

Parallel-OR SIC is deemed significant. The Serial-AND model miss-classifications correspond to cases where the positive part

of the SIC was not large enough to be picked up.

The nonparametric DP test produces excellent results for Parallel-AND and Coactive models, with hit rates above

95%. Its advantage in the Coactive case over the HT test (which chooses the Parallel-OR model as often as it chooses the true

model) is particularly striking. The DP test does moderately well for the other models, with hit rates above 75%. For the

Serial-AND data the most common incorrect classification was with the Parallel-AND model, which occurs when the test finds

an all negative SIC form more likely than one with both negative and positive parts. This is the same error that the

null-hypothesis HT test tended to make, although the DP test does a far better job at detecting the positive area than the HT

test. However, the null-hypothesis HT test did a better job than the DP test for the two OR data sets. The most common DP

error on the Serial-OR data was as Serial-AND, due to falsely detecting early negative and later positive components when

neither were present (as the SIC of the Serial-OR model is flat). The most common DP error for the Parallel-OR data it as

Coactive. In this case the DP test wrongly identified an early negative part of the SIC in addition to the (true) later positive

area. In all instances in which the generating model did not have the highest BF, it had the second highest BF.

In summary, both of the Bayesian tests perform well on these data. The parametric test attains nearly perfect

accuracy, although this analysis has an advantage in that the assumed channel completion time model is the same that was

used the generate the data. In comparison, the HT test had quite high hit rates for the parallel and Serial-OR data, but it

frequently misclassified the Coacitve and Serial-AND data as Parallel-OR and Parallel-AND respectively. To test the

robustness of these results across generating processes, particularly the robustness of the parametric test, we next apply these

analysis to data generated from an alternative model.

Linear Ballistic Accumulator Simulation

We tested the robustness of the parametric IG test by applying it to simulated data where the model generating the

simulated data was different than the model assumed by the test. We performed a simulation in which each channel’s

completion time was generated from the Linear Ballistic Accumulator (LBA) model (Brown & Heathcote, 2008). Each

accumulator in the model has four parameters, which determine the time it takes to reach threshold: b, A, v, and s. Each trial

begins with some initial level of activation, drawn from a uniform distribution between zero and A. Evidence is accumulated,

in a linear fashion, with rate drawn from a normal distribution with mean v and standard deviation s, until some criterion

amount, determined by parameter b is reached. RT is the time taken for the evidence to reach threshold, plus some constant

non-decision time, t0, that is usually assumed not to differ among accumulators. To simulate data from serial, parallel, and

coactive models with OR and AND stopping rules, we used single LBA accumulators as the basic building blocks, and

combined them in the same way as for the Brownian motion process. For example, overall RT for a serial exhaustive model is

the sum of RTs from two accumulators, whereas overall RT for a parallel minimum-time model is determined by the faster of

two racing accumulators.

Parameter values were fixed at b = 2, A = 0.5, s = 1, and t0 = 0.1. These values were similar to another

architecture-simulation study (Williams et al., 2014), and were based on LBA best-fitting estimates to empirical data (Eidels,

2012; Eidels et al., 2010). The mean of the rate distribution, v, was set to 6 for the high salience condition, and 4 for the low

salience conditions. As in the previous simulation, we generated 100 samples from each architecture and stopping rule, each

with 100 trials per distribution. The results are reported in Table 2.
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Although the parametric IG test did quite well with data generated from parallel and Coactive processes, making only

four errors across those three models, it fared much worse with the data from serial processes. The results demonstrate such a

strong bias toward classifying the serial models as Parallel-AND that the latter model was picked more often than either of

the (true) serial models. Clearly, this extreme miss-classification suggests the applicability of the IG test is limited to cases in

which serial models can be ruled out on other grounds or where the Inverse Gaussian distribution can be safely assumed to be

a good model of channel completion times.

For four of the five cases – the Serial and Parallel OR/AND models – the nonparametric DP test’s performance was

similar to, if not better, than for the Inverse Gaussian data. However, it was much worse for the Coactive model, with all

errors due to Parallel-OR misclassifications. This indicates that the early small negative part of the SIC that distinguishes

Parallel-OR from Coactive was difficult to detect. However, similar to the inverse Gaussian simulation, when the generating

model did not have the highest BF, it nearly always had the second highest BF.

Bias and Discriminability Across the Tests

To further clarify the practical differences among the new Bayesian approaches and the HT test, we analyzed the

confusions collapsed across the two simulated data sets with Choice Theory (Luce, 1963; Nosofsky, 1985; Townsend &

Landon, 1983). To estimate the similarities between two generating models under a test, we used the Euclidean distance

between the vector of classification probabilities (η) for each of those generating models. For example, under the HT test, the

similarity between Serial-AND and Parallel-AND is given by,

ηHT (Parallel-AND,Serial-AND) =
√

02 + (0.33− 0)2 + 02 + (0.67− 1.0)2 + 02 = 0.47.

The bias (β) of each test for a given model was estimated such that the classification probabilities minimized the squared

difference between the observed probabilities and the probabilities given by,

p (Model Classification = r|Generating Model = s) =
η(r, s)β(r)∑
m
η(m, s)β(s)

.

A test’s biases across the model classifications m ∈ {Parallel-OR, Serial-OR, . . . } are constrained such that
∑

β(m) = 1.

Each test’s biases are depicted in Figure 6, with small values indicating stronger bias against that model and larger values

indicating a stronger bias toward that model.

The HT test showed a strong bias against the Coactive and Serial-AND models (β = 0.11 and 0.03 respectively

compared to 0.25 to 0.31 for the other three models). This is likely due to the fact that those two models require two

significant p-values. The Serial-AND and Parallel-AND are quite confusable (0.47 times the average distance in the space) due

to the frequency with which Serial-AND data were classified as Parallel-AND ( i.e., the frequency with which the positive

portion of the SIC was not significantly different from that predicted by a flat SIC). The Coactive model is close to

Parallel-OR (0.81 times the average distance), Serial-AND (0.86) and approximately average distance from Parallel-AND (1.1)

because only one test must be non-significant for it to be confused (i.e., the test for a negative portion of the SIC, the test for

a positive MIC or the test for a positive portion of the SIC respectively).

The parametric IG test was more evenly biased than the HT test, although it did show some bias against serial models

(β = 0.12 for Serial-OR and 0.13 for Serial-AND compared to between 0.24 and 0.27 for the parallel and Coactive models).

Generally, all of the models were more equally spaced as well. Confusions were most common for the Serial-OR data (to

Serial-AND: 0.87 times the average distance; to Parallel-AND: 0.94 times the average distance; to Parallel-OR: 0.93 times the

average distance; to Coactive: approximately equal to the average distance). Serial-AND and Parallel-AND were also
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relatively closer (0.83). The Coactive model was always correctly identified and the only data that were misclassified as

Coactive were two sets of Parallel-OR data, so the Coactive model is the most isolated (relative distances ranged from 1.0 to

1.2).

Bias in the the DP test was most even across the models, ranging from the lowest bias of 0.15 for the Coactive model

to 0.24 for the Parallel-AND model. Parallel-OR and Coactive were the most confusable (0.76 times the average distance),

due to Parallel-OR data being misclassified as Coactive in the Inverse Gaussian dataset and Coactive data being misclassified

as Parallel-OR in the LBA dataset. Other than that those two, the pairwise distances were all fairly even.

ROPE and the DP Test

We also ran an additional analysis on the DP test to determine the effect of varying the ROPE for the SIC from the

default value of 0.1 used in earlier analyses. In the inverse Gaussian simulated data-set the average BF across runs was

highest for the true model when the SIC ROPE was between 0 and 0.2. The same was true for the LBA data-set, although

the Serial-AND model tended to have a higher BF than the Coactive model on the Coactive data. As the size of the SIC

ROPE increased, the Serial-OR model BF became the highest for all generating models, indicating that SICs entirely within

the ROPE were more likely in the posterior relative to the encompassing prior with larger ROPEs. Hence, the value 0.1 is a

reasonable choice for the SIC ROPE, although up to 0.2 would lead to similar overall performance with these data.

We further examined the effect of varying the MIC ROPE on discriminating between Serial-AND and Coactive models

with the SIC ROPE fixed at 0.1. Among those cases, the change in MIC ROPE had very little effect; the correct model

tended to have the highest BF for the inverse Gaussian data and Serial-AND data for the LBA model while the Serial-AND

model tended to have higher BFs than the Coactive model for the Serial-AND LBA data. Together, this implies that 0.1 is a

reasonable default value for both the SIC ROPE and MIC ROPE.

Discussion of Simulation Results

In general, the DP, IG and HT test all do reasonably well at discriminating among the models indicating that the

generated data contain sufficient information for the discrimination. Nonetheless, there were enough misclassifications made

by the tests to get a decent idea of their relative advantages and pitfalls. All models did well identifying Parallel-AND data

across both the inverse Gaussian and LBA simulations. Only the DP test had problems with the Parallel-OR data and that

was limited to the inverse Gaussian simulation. For the serial data, the IG test did quite well with on inverse Gaussian

simulation, but quite poorly on the LBA simualted data whereas the DP performed better on the LBA simulation and still

decently on the inverse Gaussian simulation. The coactive data was identified 100% of the time by the IG test for both data

sets and by the DP test on the inverse Gaussian data set, but the DP test fared much worse with the LBA data.

Both the DP test and the IG test demonstrated less bias than the HT test. This is to be expected given that the HT

test relies on null-hypothesis-significance tests which inherently treat the null hypotheses, in this case no deviation from zero

by the SIC and MIC, different than alternative hypotheses. While the overall model discriminability was not improved a large

amount by the Bayesian tests over the HT test, we see this move away from the theoretically unbalanced (and practically

more biased) treatment of the potential models by null-hypothesis test as an important improvement.

In the next section, we demonstrate the use of the new tests on real response time data collected in a recent

experiment.
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Application

We examined data from two experiments reported in Eidels et al. (2015), which used the double-factorial

dot-detection design described previously (data available in the sft R package, Houpt et al., 2013). Participants had to detect

the presence of dots under two different sets of instructions. In Experiment 1 they were instructed to respond positively if

they detected a dot in one location, or in the other, or both (an OR stopping rule). In Experiment 2, on a separate day, they

had to make a positive response if dots appeared in both locations, top and bottom (AND rule). Each factorial combination

of salience level of the top and bottom dots were presented 200 times to each participant in each condition (i.e., the same as is

in the simulations described above). We applied both the parametric IG test and the nonparametric DP test and compared

their performance with that of the null-hypothesis HT test.

Houpt and Townsend (2010) reported an analysis of this data set using the HT test.6 They found it classified all

participants as using Parallel-AND processing in the AND task and all but Participant 2 as using Parallel-OR processing in

the OR task. These results suggest that most participants followed the stopping-rule instructions, and that within each task

their processing was described by the same (parallel) architecture. In contrast, the results of the IG test, summarized in

Table 3, reveal a much more heterogeneous pattern. On the OR task the IG test classified four of the nine participants as

Serial-OR, three as Parallel-OR and two as Parallel-AND. On the AND task six participants were classified as Parallel-AND,

two as Serial-OR and one as Serial-AND. To the degree that it can be assumed that participants comply with the

stopping-rule instructions and use a common processing architecture within each task, the IG test can be regarded as

performing quite poorly with this data. Further, the fact that in the AND task two participants were classified as using the

OR rule is particularly implausible; using an OR stopping rule for an AND task would result in many errors, but these (and

indeed all) participants were above 90% accurate.

A possible explanation for the questionable performance of the IG test is that none of the five parametric models were

good models of the data. This could happen if the Inverse Gaussian was a bad model for the channel completion time. For

example, Figure 5 demonstrates that even the Serial-OR model, which had the lowest WAIC for these data, does not cover the

observed maximum likelihood FLH and FLL CDFs. The correspondence between this participant’s data and posterior is

representative of the data across participants: usually one or two of the CDFs match well with the maximum likelihood CDF,

regardless of the model, but there was never good coverage across all four distributions or for the observed SIC.

Another possibility is that it was incorrect to assume independent processing channels (cf. Eidels, Houpt, Pei, Altieri,

& Townsend, 2011). Although there have been some attempts to relax the independence assumption, by fitting parallel

models that include an interaction parameter (e.g. Johnson, Blaha, Houpt, & Townsend, 2010), there has not yet been any

extensive analysis of the approach. A possible future direction would be to incorporate an interaction parameter into the

parametric framework underlying the IG test. However, the present results suggest that in its current form the IG test is not

suitable for Eidels et al.’s (2015) data.7

The results of the nonparametric DP test (using SIC and MIC ROPEs of 0.1) applied to the data reported in Eidels et

al. (2015) are summarized in Table 4. On the whole, the non-parametric DP analyses mostly indicates homogeneity across the

task type and participants, with the only difference being that the participants changed their response rules according to task

instructions. On the AND task, all nine participants’ SICs were classified as all negative, indicating Parallel-AND processing.

6Although the full paper describing these data was not published until 2015, the data were made available

for testing the statistics in 2010.
7Note that the fact that the SICs were positive in the OR condition and negative in the AND condition

according to the HT does not preclude low to moderate levels of between-channel interaction.
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The SICs of seven of nine participants on the OR task were classified as all positive, indicating Parallel-OR processing.

However, the other two participants’ SIC were classified as all zero, indicating Serial-OR processing. Thus, evaluated on the

basis of the assumption that participants followed stopping-rule instructions the DP test performed well. Evaluated on the

basis of the assumption that all participants has the same architecture, the DP test performed well in the AND task, but

indicated two participants deviated from the majority parallel finding in having a serial architecture in the OR task.

However, based on the simulation results in the previous section, the appropriate processing model for the two deviant

participants is quite possibly the majority Parallel-OR model. This case is bolstered as the absolute strength of evidence for

the Parallel-OR model is roughly the same for those two participants as for the rest of the participants, even though the BF

for the Serial-OR model is much higher.8 Although interpreting p-values as relative evidence is incorrect, the fact that Houpt

and Townsend (2010) reported that Participant 2’s SIC was not significantly positive using the HT test with α = 0.05 and

Participant 7’s SIC was not significantly positive with α = 0.01, combined with the results of the DP test indicates that data

are not strongly indicative of Parallel-OR processing.

These considerations suggest rather than considering which model is favored as the “best” it is also prudent to

consider the relative strength of evidence for all models. In this light the Bayesian tests are clearly to be preferred, as they

directly quantify relative evidence, whereas null-hypothesis statistical tests do not.

Finally, it is also important to note that although these results affords some empirical validation of the proposed tests

of the parallel and serial architectures with AND or OR stopping, they do not provide a strong validation with respect to the

Coactive architecture, because dot stimuli were unlikely to lead to Coactive processing. From Tables 1 and 2, it is clear that

distinguishing Coactive from Parallel-OR is quite difficult. Hence, validation against an empirical data set where Coactive

processing is more plausible (e.g., features of a face) would provide a more stringent validation of the proposed tests.

Discussion

The survivor interaction contrast (SIC) is a particularly useful diagnostic tool for identifying the architecture and

stopping rule of cognitive processing. We introduced two new Bayesian tests and applied these tests as well as a previously

proposed null-hypothesis (HT) test, to both simulated and empirical data. All tests performed well on the data simulated

from parallel architectures. However, for the empirical data that we examined, which appeared best characterized as being

produced by a parallel architecture and the stopping rule designated in task instructions, the parametric (IG) Bayesian test

produced questionable results. The null-hypothesis and non-parametric Bayesian (DP) tests performed well with simulated

serial OR data, but only the DP test performed well with the simulated Serial-AND data. We also found that When the

Inverse Gaussian is not a good model for the generating data, the IG test can perform quite poorly, frequently failing to

identify serial processing. However, for the simulated Coactive data only the IG test performed well. Thus, overall, with the

exception of the Coactive case, the non-parametric DP test appears to be the most generally applicable. Where the IG test is

used, we recommend that goodness-of-fit of the underling parametric model is carefully examined to make sure that it does

not misfit the data.

8One might wonder if a lower SIC ROPE might result in a lower BF for the Serial OR model and hence a

better chance that the Parallel-OR model has the highest BF. However, because the ROPE effects both the

encompassing prior and the posterior, the effect is not so straightforward. In fact, our exploration suggested

that a lower SIC ROPE leads to a higher BF for the Serial-OR model when the data were generated from a

Parallel process.
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In addition to performance with simulated and real data, there are other considerations when choosing among the

alternative tests. The IG test is by far the most computationally intensive, taking on the order of hours to run on a basic

desktop computer. Although the algorithms and general approach implemented in the STAN package used to compute this

test are generally quite efficient, the calculation of the likelihood for each datum in a large data set makes each step in the

chain, and hence the analysis as whole, slow. Further, the IG test can be demanding in terms of the amount of computer

RAM required. This is not an issue with the other tests, which are also much faster, with the DP test taking around an hour

and the HT test takes less than a minute for the applications described here.

When it is possible to run the IG test (or a similar test based on different parametric assumptions) and it is a good

model of the data, it gives much more information than either of the other two. The posterior distributions over the

parameters may be useful for additional analysis beyond tests of architecture and stopping rule. The DP test is also more

informative than the HT test. For each individual, the DP test gives a score for each SIC form. In many cases, having the

relative evidence for all possible models can be useful, not just the knowledge of which model has the most evidence.

Biases for each analysis are depicted in Figure 6. Among the three tests examined, the nonparametric DP approach

displayed the least biased selection among the five combinations of architecture and stopping rule examined. In the HT test,

which displayed the strongest bias, the alpha level can be adjusted to address this issue. Higher alpha levels lead to a higher

probability that a positive or negative part of the SIC will be treated as significant. For example, if the alpha level for

significance in the test for a positive portion of the SIC in the HT test increases, the HT test will be more biased toward

Parallel-OR, Coactive and Serial-AND models. Changes in the ROPE in the DP test also lead to some change in the bias,

however the relationship between these parameters and the bias is more complicated than changes in the alpha for the HT

test because the ROPEs change both the prior and the posterior of the Dirichlet process. In its current form, the IG test does

not allow for similar changes in bias, although adjustments could be made to the WAIC to mimic differential biases.

Theoretically, it would be possible to set up the model comparison in the IG test as a mixture model among the five possible

architecture–stopping-rule combinations, and use the posterior mixing proportions as a metric for comparing the models. In

this setup, bias could easily be adjusted by manipulating the prior distribution over the mixing proportions. In practice, this

creates a rather complicated likelihood space which will likely not be well handled well by standard MCMC samplers.

Systems Factorial Technology allows for the assessment of architecture and stopping rule (via the SIC) as well as the

ability of the human cognitive system to handle changes in processing load (workload capacity, not discussed here, but see

Townsend & Eidels, 2011). For both SIC and capacity analysis, the development of hierarchical models will form an

important next step that is compatible with the Bayesian tests developed here. The required number of trials to have

estimates of the cumulative distribution or cumulative hazard functions good enough for the individual-participant analyses

reported here is prohibitive for many uses. In developmental studies, and often in clinical studies, collecting a large number of

trials per participant can be impossible. With hierarchical techniques, the lack of power due to limited trials per individual

can be ameliorated to some degree with more participants. A hierarchical structure also allows for group level inferences,

which cannot be directly made from the individual level analyses discussed in this paper. Another potential direction for

development is provided by a This “semiparametric” Bayesian approach makes weak assumptions about the hazard functions

of each distribution in the SIC to yield more constrained priors (and hence posteriors) over SIC shapes (see Houpt,

MacEachern, Peruggia, Townsend, & Van Zandt, 2016).
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Conclusion

Systems Factorial Technology is a general and powerful framework for distinguishing between parallel and serial and

exhaustive and first-terminating processing. Despite the rigorous mathematical theory underlying the framework, the

associated tests have, until recently, been limited to qualitative comparisons. In this paper, we developed tests of architecture

and stopping rule using the Bayesian approach. We have developed a parametric test, based on a model of the channel

completion time distributions and a nonparametric test, based on modeling the RT distributions and hence the posterior

shape of the SIC. Each of these has its own unique advantages and disadvantages. The nonparametric, null-hypothesis

significance test is less computationally demanding, however it yields less information than either of the Bayesian approaches.

The parametric Bayesian approach gives the most information, and when the model is a good approximation to the true

response process it is the most accurate, but it is the most computationally intensive. In practice it may be difficult to

determine if the underlying parametric model is a good approximation a priori, and in the data we examined that were

reported in Eidels et al. (2015) it appeared to be unsuitable. The nonparametric Bayesian approach was more accurate than

the null-hypothesis significance test, and both more flexible and less computationally demanding than the parametric

Bayesian test, and the least biased among all three tests, suggesting it is likely to be the most generally applicable.
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Table 1

Model confusions by all three tests based on RTs generated from a combination of inverse

Gaussian distributed channel completion times. Rows are the true model and columns the

test classifications. Proportions with which the generating model was chosen are indicated

in bold. HT: Nonparametric null-hypothesis significance test (Houpt & Townsend, 2010).

IG: Parametric Bayesian test. DP: Nonparametric Bayesian test.

Serial Parallel

OR AND OR AND Coactive

Serial OR HT 0.93 0.00 0.05 0.02 0.00

IG 1.00 0.00 0.00 0.00 0.00

DP 0.79 0.18 0.02 0.01 0.00

Serial AND HT 0.00 0.41 0.00 0.56 0.03

IG 0.00 0.99 0.00 0.01 0.00

DP 0.00 0.77 0.00 0.23 0.00

Parallel OR HT 0.00 0.00 1.00 0.00 0.00

IG 0.00 0.00 0.98 0.00 0.02

DP 0.00 0.00 0.79 0.00 0.21

Parallel AND HT 0.00 0.00 0.00 1.00 0.00

IG 0.00 0.00 0.00 1.00 0.00

DP 0.00 0.04 0.00 0.96 0.00

Coactive HT 0.00 0.00 0.50 0.00 0.50

IG 0.00 0.00 0.00 0.00 1.00

DP 0.00 0.00 0.00 0.00 1.00
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Table 2

Model confusions by all three tests based on RTs generated from a combination of channel

completion times generated from the Linear Ballistic Accumulator model of RTs.

Frequencies with which the generating model was chosen are indicated in bold. HT:

Nonparametric null-hypothesis significance test (Houpt & Townsend, 2010). IG:

Parametric Bayesian test. DP: Nonparametric Bayesian test.

Serial Parallel

OR AND OR AND Coactive

Serial OR HT 1.00 0.00 0.00 0.00 0.00

IG 0.38 0.00 0.20 0.42 0.00

DP 1.00 0.00 0.00 0.00 0.00

Serial AND HT 0.00 0.33 0.00 0.67 0.00

IG 0.02 0.43 0.00 0.55 0.00

DP 0.00 1.00 0.00 0.00 0.00

Parallel OR HT 0.00 0.00 1.00 0.00 0.00

IG 0.00 0.00 0.98 0.00 0.02

DP 0.00 0.00 1.00 0.00 0.00

Parallel AND HT 0.00 0.00 0.00 1.00 0.00

IG 0.01 0.00 0.00 0.99 0.00

DP 0.00 0.00 0.00 1.00 0.00

Coactive HT 0.19 0.00 0.12 0.01 0.68

IG 0.00 0.00 0.00 0.00 1.00

DP 0.00 0.00 0.47 0.00 0.53
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Table 3

WAIC results of the IG (parametric Bayesian) test applied to the results of the dot

detection experiment from Eidels, et al. (2015). Bold font indicates the best model

according to WAIC for each of the 9 participants.

OR Task

Serial Parallel

OR AND OR AND Coactive

1 8346 8608 8609 8638 8598

2 8586 8682 8646 8701 8680

3 8398 8744 8600 8816 8723

4 9484 9505 9534 9467 9509

5 9352 9357 9338 9362 9338

6 9096 8917 8981 8882 8908

7 9321 9263 9282 9255 9261

8 8630 8642 8613 8645 8624

9 14604 9348 9252 9390 9330

AND Task

Serial Parallel

OR AND OR AND Coactive

1 7987 7868 8013 7763 7896

2 7844 7836 7869 7808 7842

3 7281 7255 7330 7297 7269

4 9447 8882 8982 7198 8906

5 9386 9380 9450 8797 9389

6 7378 7440 7477 7395 7438

7 7793 7866 7902 7822 7866

8 8259 8273 8331 8230 8277

9 8026 8027 8087 7979 8035
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Table 4

Encompassing BFs for each model of each participant from the nonparametric Bayesian DP

test applied to the results of the dot detection experiment from Eidels, et al. (2015). The

highest BF among models for each participant is indicated in bold. The Serial-OR is often

1 because of the rarity of a flat SIC in both the prior and the posterior.

OR Task

Serial Parallel

OR AND OR AND Coactive Np

1 1 0.17 7.26 0.00 0.05 0.00

2 160 2.57 7.24 0.03 0.15 0.02

3 1 0.20 6.98 0.00 0.31 0.00

4 1 0.12 3.19 0.00 0.00 0.00

5 1 0.25 7.02 0.00 0.70 0.00

6 1 0.25 7.45 0.00 0.00 0.00

7 72 0.29 7.25 0.00 0.01 0.00

8 1 0.25 7.19 0.00 0.13 0.00

9 1 0.25 7.22 0.00 0.01 0.00

AND Task

Serial Parallel

OR AND OR AND Coactive Np

1 1 0.50 0.00 7.41 0.00 0.00

2 1 0.25 0.00 7.51 0.00 0.00

3 1 0.17 0.00 7.69 0.00 0.00

4 1 0.50 0.00 7.26 0.00 0.00

5 1 1.00 0.00 7.36 0.00 0.00

6 1 0.17 0.00 7.37 0.00 0.24

7 1 0.50 0.00 7.22 0.00 0.04

8 1 0.25 0.00 7.37 0.00 0.48

9 1 0.50 0.00 7.31 0.00 0.00
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Figure 1 . Standard double factorial design for the dot detection task. The upper and lower

dot can each either be present or absent and is either high salience (contrast) or low

salience (contrast) when present.
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Figure 2 . SIC predictions for the four canonical models plus the coactive model.
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Figure 3 . Illustration of the inverse Gaussian parametric model. The top panel depicts a

Parallel-AND process, in which both processes accumulate simultaneously and a response

is executed when the later of the two processes reaches its threshold. The bottom panel

illustrates a Serial-AND process, in which the second process does not start to accumulate

until the first process has reached its threshold and a response is executed when the second

process reaches its threshold. In both panels the diagonal lines originating at 0 indicate the

average accumulation while the jagged lines depict a sample accumulation process. The

distribution of response times is indicated above the threshold. For clarity, the threshold

for both channels is depicted as the same although the model does not have that constraint.
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Figure 4 . Sample SIC shapes from the DP model. The light gray lines represent individual

samples from the prior/posterior distribution (100 of which are plotted) and the dark line

represents the mean of the samples. For each of the five models, the SIC of the model that

generated the data is plotted with a dashed line. These particular data are from the inverse

Gaussian simulation study.
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Figure 5 . Empirical CDFs and SICs for response times from a single subject in the Eidels

et al. (2015) dot detection task along with 1000 posterior samples from the Serial-OR

model (top) and Parallel-OR model (bottom). The Serial-OR model has a lower WAIC

indicating a better fit based on the likelihood of the data and model flexibility, although it

can only produce flat SICs and hence does not capture the maximum likelihood SIC shape.

The Parallel-OR model captures the qualitative shape, but not the magnitude, of the

maximum likelihood SIC.
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Figure 6 . Bias of each analysis across both simulated data-sets according to a biased choice

model fit. Each row in the new plot is an analysis with each section representing the

relative bias of the analysis toward each model type. Each dataset included an equal

number of simulated participants for each model type, so a bias-free test should result in

equal area (20%) for each of the five model types.
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Appendix
Calculating the Survivor Interaction Contrast

In this Appendix we provide a step-by-step explanation of how to calculate the survivor interaction contrast (SIC) from data

and a simple example illustrating how specific models predict unique SIC forms. The former is loosely based on Townsend,

Fifić, and Neufeld (2007) and Algom et al. (2015). The SIC is a contrast calculated from response-time distributions

estimated from four experimental conditions. When two signals are presented for processing (e.g., dot of light at the top and a

dot at the bottom of the screen), the four conditions are a consequence of manipulating the salience of the signals, denoted H

(high) and L (low). Crossing two factors with two levels each we obtain four experimental conditions: HH (both signals are

highly salient), HL (one signal is highly salient, the other is low), LH, and LL. In the experimental presentation these

conditions are typically intermixed within a block and presented in a random order.

In the analysis stage, we begin by organizing the observed response-times by condition. Then, for each condition, we

remove RTs that correspond to errors, lapses of attention, or overly quick anticipatory responses. We then estimate the

empirical cumulative distribution function, F (t), for each condition (i.e., HH, HL, LH, and LL). This is usually done using the

standard estimator, i.e., F̂ (t) is given by the number of RTs less than or equal to t divided the total number of RTs.

Next, we calculate the empirical survivor function for each condition by subtracting F̂ (t) from 1, Ŝ (t) = 1− F̂ (t).

Finally, we calculate the SIC by taking the double difference between the four survivor functions,

SIC (t) = [SLL (t)− SLH (t)]− [SHL (t)− SHH (t)] .

Townsend and Nozawa (1995) derived the SIC predictions of serial, parallel, and coactive models, coupled with OR

and AND stopping rules. These results were later extended and refined by Townsend and others (e.g., Dzhafarov, Schweickert,

& Sung, 2004; Houpt & Townsend, 2011; Zhang & Dzhafarov, 2015). We provide below a simple example showing how a

Parallel-OR model with two-independent processing channels predicts an all positive SIC, for all time t. Readers interested in

the remaining proofs can visit the original paper. The central assumption for the use of SIC is that the experimental

manipulation of stimulus salience slows down processing of the relevant channel (but does not affect processing in other

channels, thus the assumption is termed selective influence). This stochastic dominance should hold, by assumption, at the

level of distributions, such that for each processing channel FH (t) ≥ FL (t), and consequently SH (t) ≤ SL (t) (with strict

ordering for at least some t).

An intuitive explanation for why the Parallel-OR SIC is positive is as follows: Because the Parallel-OR response time

is determined by the fastest channel, whichever channel has high salience input will tend to drive the response times. Hence,

when Channel 1 has low salience input, the effect on the system RT of changing from low to high input in Channel 2 is larger.

When Channel 1 has high salience input, the effect on system RT of changing Channel 2 from low to high is smaller (response

times on Channel 1 were already fast). Hence the first difference in the SIC, the difference when Channel 1 has low salience

input, is larger than the second, the difference when Channel 2 has high salience input. Both terms must be positive, so

therefore the contrast is positive. Of course an intuitive explanation is not sufficient for the basis of a scientific methodology,

so we include the rough outline of a formal proof next.

Suppose that on a particular trial two signals are presented for view (e.g., two dots of light). In a Parallel-OR (i.e.,

minimum time) model both signals are processed simultaneously and the system stops as soon as either of them (the faster

signal to be processed) is detected. Thus, if the entire system has not yet stopped, neither Channel 1 nor 2 could have

completed processing. Formally, the probability that such a two-channel system had not stopped by time t, S 12(t), is equal to

the joint probability that Channel 1 has not completed and Channel 2 has not completed processing at that point in time.

The probability that a process is not finished by time t is given by the survivor function. If the channels are independent, as
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assumed by the model, the joint probability of not finishing is equal to the product of each channel’s survivor function,

S 12(t) = S 1(t)S 2(t).

We can now rewrite the SIC formula for the parallel independent OR model, replacing the survivor functions for each

of the four condition with a product of survivor functions (we assume for simplicity that processing and therefore S (t) across

the two channels is the same, but the complete proof can relax this assumption):

SIC Parallel−OR(t) = [SLL (t)− SLH (t)]− [SHL (t)− SHH (t)]

= SLL (t)− SLH (t)− SHL (t) + SHH (t)

= SL (t)SL (t)− SL (t)SH (t)− SH (t)SL (t) + SH (t)SH (t)

= SL (t)SL (t)− SL (t)SH (t)− SH (t)SL (t) + SH (t)SH (t)

= SL (t) [SL (t)− SH (t)]− SH (t) [SL (t)− SH (t)]

= [SL (t)− SH (t)] [SL (t)− SH (t)]

Assuming the ordering implied by selective influence, i.e., that response times are faster under the high salience condition at

the distributional level (SH (t) ≤ SL (t) for all t > 0), both terms in the product on the last line are positive (or zero) for all t

and therefore the SIC is positive (for at least some t) or zero.
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