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a b s t r a c t
Progress in understanding recognition memory has been hampered by confounding among
effects associated with the study position, test position and study-test lag factors that are
intrinsic to the widely used study-test list paradigm. For example, the list-length effect –
once considered a robust benchmark phenomenon – is now known to be either weak or
absent when confounding effects associated with these factors are controlled. We investigate two effects of recent theoretical interest – item-context facilitation (occurring when
items studied together are tested together) and test-position interference (with performance decreasing over a sequence of test trials) – and one effect of long-standing interest
– decreasing performance as study-test lag increases. Traditional analyses of our experiment, whose design affords control over a range of confounds and allows us to disentangle
the three effects, affirms all three as fundamental causes of systematic variability in
recognition accuracy. These conclusions are strengthened and expanded by model-based
analyses of recognition confidence and random item effects that also take into account
non-systematic sources of variability.
Crown Copyright Ó 2016 Published by Elsevier Inc. All rights reserved.

Introduction
In an episodic recognition memory experiment, participants are asked to discriminate between items that were
encountered (old) or not (new) in a specific episode (typically the previous study list). The simplicity of such studytest list paradigms has made them a cornerstone of the
memory literature, and has revealed one of the most salient characteristics of human memory – variable and
error-prone performance. Memory failures have been
attributed to a number of systematic causes including
problems at encoding (e.g., not attending to the name of
someone when they introduced to you), during storage
⇑ Corresponding author at: Division of Psychology, Social Sciences
Building, Sandy Bay, 7005 Tasmania, Australia.
E-mail address: andrew.heathcote@utas.edu.au (A. Heathcote).

(e.g., failed consolidation; Wixted, 2004) or at retrieval
(e.g., Mandler’s, 1980, anecdote about failing to recognize
his butcher in the unfamiliar context of a bus). Perhaps
the most time-honoured cause of variability is associated
with the delay between study and test (i.e., lag;
Ebbinghaus, 1885). However, substantial unsystematic
variations among people and among the items to be
remembered are also ubiquitous and there has been a
growing realization of the importance of formally treating
them as random effects in memory analyses (e.g., Rouder &
Lu, 2005). It is not surprising then, that much of the memory literature has been driven by the aim of understanding
and identifying both the systematic and random factors
that cause variability in memory performance.
Unfortunately, it is also a consequence of the appealing
simplicity of study-test list paradigms that progress in
identifying the systematic causes of variable performance
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has been impeded because the factors of interest are
intrinsically confounded with each other. Such confounding co-variation makes it difficult to isolate the relative
contribution of each effect by means of experimental controls. Moreover, traditional methods of analysis can have
problems associated with bias and efficacy (e.g., being
overly optimistic about the significance of results due to
ignoring random item effects) when this co-variation is
ignored.
Here we aim to disentangle some of the primary systematic causes of variable performance in an item recognition memory task. In our experiment, participants and
items as well as study and test conditions were all relatively homogenous and in line with procedures used in
much past research. Because our overall experimental
design follows the standard procedures implemented in
the literature, the potential systematic causes of variable
performance that we aim to disentangle are fundamental
in the sense that they are present in the majority of
study-test paradigms. We disentangle the systematic and
random causes through a combination of two strategies.
First, we manipulated (between-subjects) the order in
which items were tested. This enables a range of confounds
to be controlled and allows us to disentangle the contribution of three ostensible systematic effects associated with:
1. Study-test lag – a decrease in accuracy with increasing
lag between study and test;
2. Test position – a decrease in accuracy associated with
increasing position in the test list;
3. Item context – an increase in accuracy when study and
test item contexts match.
Our initial analyses focus on the effects of these factors
on the recognition rates (and monotonic transformations
thereof), the measures that have been traditionally used
to examine performance in a largely theory-free way.
Second, we provide a rigorous re-evaluation of these
fundamental effects using Pratte and Rouder’s (2011)
model-based hierarchical Bayesian methods for the analysis of confidence ratings about new and old choices. This
approach has the advantage of modelling the complete
set of dependent variables collected on test trials (i.e., both
old vs. new recognition decisions and associated confidence ratings), while also simultaneously accounting for
both participant and item variability. It also allows us to
examine the causes of observed performance in terms of
the latent processes assumed by the unequal-variance
signal-detection model (UVSD; Heathcote, 2003; Wixted,
2007). We also performed analyses based on dualprocess signal-detection (DPSD; Yonelinas, 1994) models
of recognition memory. Because the DPSD model did not
provide as good an account of our data, and in any case
supported conclusions very similar to the UVSD analysis,
we provide this analysis in Supplementary materials.
In the following sections, we begin by reviewing previous evidence for these causes of variable performance. We
then introduce our paradigm and explain how we are able
to tease apart typically confounded effects. Finally, we
report the modelling results that allow us to separate
memory effects from decision effects, such as response

bias. This de-confounding requires a theory of the underlying psychological processes, and although our primary
focus is on memory effects it is important to also take
account of how participants modulate bias in their decision
processes in order to understand how effects on directly
observed recognition rates are explained.
Variability associated with study
As well as three systematic causes (lag, test position
and context) and two random causes (participants and
items) we also study a third random cause only associated
with studied items. Episodic recognition memory studies
indicate that studied items not only have greater memory
strength than non-studied items, but also are associated
with greater variability in strength. This result is intuitively plausible given it is unlikely that the degree of
strength added to an item during study is exactly the same
for every item – participants may have fluctuations in
attention or motivation over the course of a study list, they
may have experienced an item outside of the experimental
setting, and the time between study and test presentations
varies, likely making some items easier to remember than
others. This difference in new and old item variability is
reflected by a ubiquitous Receiver Operating Characteristic
(ROC) asymmetry, which was first demonstrated in the late
1950s and has since been replicated numerous times and
with many procedural variations (e.g., Glanzer, Kim,
Hilford, & Adams, 1999; Gronlund & Elam, 1994;
Heathcote, 2003; Mickes, Wixted, & Wais, 2007; Ratcliff,
Sheu, & Gronlund, 1992; Wixted & Stretch, 2004;
Yonelinas, 1994).
ROCs plot the probability of correctly identifying a test
item as having been studied (i.e., hit rate; HR) against the
probability of falsely identifying an item as having been
studied when it was in fact new (i.e., false alarm rate;
FAR), across a range of decision criteria. These decision criteria can be varied by manipulating base rates or pay-offs
in the experiment, but a more efficient and common
approach is to ask participants to rate their confidence
for binary recognition decisions.1 Yonelinas and Parks
(2007) note that it is a direct consequence of early ROC studies that we see a dominance of memory theories framed in
terms of signal-detection theory.
The prototypical version of signal detection theory
(Green & Swets, 1966) represents old and new items as
equal-variance Gaussian distributions located on a single
‘memory-strength’ dimension; that is, the equal-variance
signal-detection (EVSD) model. Items are classified as
new or old with varying degree of confidence depending
on where their memory-strength falls relative to a set of
fixed criteria (e.g., increasing criteria demarcating highconfidence new, medium-confidence new and so on, up
to high-confidence old ratings). However, EVSD predicts
symmetric ROCs. Consequently, the equal variance
1
Although there has been much recent debate concerning the use of
ratings ROCs (e.g., Bröder & Schütz, 2009; Dubé & Rotello, 2012), Dube and
Rotello found ROCs were not distorted by the ratings procedure and
recommend the use of confidence ratings in analysing recognition memory
data.
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assumption is typically discarded in favour of not only an
increase in memory strength for old items (e.g., as a result
of a test-cue-dependent matching process, Heathcote,
Raymond, & Dunn, 2006) but also an increase in the variance of the normally-distributed old-item strength. The
UVSD model, championed by Wixted (2007), posits that
ROC asymmetry is driven by variability in encoding; that
is, variation in the mnemonic effectiveness of each study
trial. In Supplementary materials we discuss an alternative
account associated with the DPSD model (Koen &
Yonelinas, 2010)
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values (see Fig. 1 – Randomized Trials panel). Ratcliff
et al. (1992) suggested that ignoring this variability in lag
(by averaging across study and test positions) might in part
cause the greater variability in responses to old than new
items, as it necessarily only affects the former. Hence, the
observed ROC asymmetry may partially be an averaging
artefact. Recently, however, there has been increasing
interest in two other types of variation that attend a
sequence of test trials in the study-test list paradigm –
variation in test position and in test context.
Test position

Why is it important (and difficult) to isolate systematic
effects?
Many effects that have been hypothesized to cause
greater old item memory strength or the engagement of
a recollection process tend to be correlated in commonly
used versions of the study-test list paradigms. These correlations make it particularly difficult to isolate the relative
causal roles of each effect. The history of the list-length
effect provides an instructive example of the perils posed
by failing to disentangle the causes of variability in recognition memory performance. List-length effects (i.e., superior recognition performance for short- than long-study
lists) were a benchmark phenomenon motivating the central role of item noise in global memory models (e.g., Clark
& Gronlund, 1996; Gillund & Shiffrin, 1984; Humphreys,
Pike, Bain, & Tehan, 1989; Murdock, 1982). Subsequently,
the inability of these models to simultaneously explain
large list-length effects and null list-strength effects
(Ratcliff, Clark, & Shiffrin, 1990) was a primary motivation
for proposing new memory mechanisms (e.g., differentiation; Shiffrin, Ratcliff, & Clark, 1990) and theories (e.g.,
Shiffrin & Steyvers, 1997).
However, we now know that when confounds such as
study-test lag and attentional drift are controlled, the
list-length effect is at the very least much smaller than previously thought (Dennis & Humphreys, 2001; Dennis, Lee,
& Kinnell, 2008; Kinnell & Dennis, 2011; Maguire,
Humphreys, Dennis, & Lee, 2010); a result that has led to
a significant theoretical shift toward context noise as a
major source of interference (e.g., Criss & Shiffrin, 2004;
Dennis & Humphreys, 2001). Given this once robust benchmark is now considered to have a largely negligible effect,
it seems reasonable to question whether other ‘robust’
effects could be suffering from similar confounding
correlations.
Study-test lag
One of the most time-honoured causes of variable performance is the delay between study and test (study-test
lag; Ebbinghaus, 1885), with recognition performance
declining for longer lags. In the study-test list paradigm,
multiple items are sequentially presented in study and test
lists. Typically, the order of both study and test trials is randomized and so variation in lag is substantial – from quite
short up to twice the length of the study list (assuming all
old items are tested with an equal number of new items),
and with lag probability increasing towards the middle

The test position effect, which is often characterized as
being caused by output inference, is the finding that performance declines for items tested later (Tulving &
Arbuckle, 1966). Although test position effects have been
thoroughly studied in a range of recall paradigms (e.g.,
Roediger, 1974), they had received relatively little attention in recognition memory (Murdock & Anderson, 1975;
Norman & Waugh, 1968; Schulman, 1974). A recent
increase in interest (Criss, Malmberg, & Shiffrin, 2011;
Malmberg, Criss, Gangwani, & Shiffrin, 2012) has been driven by the paradoxical result that quite different levels of
interference are caused by adding trials to either the study
vs. test phase. As previously described, the effect of adding
study trials (i.e., list-length effect) is small or null when lag
and attentional drift factors were controlled (Dennis &
Humphreys, 2001; Dennis et al., 2008; Kinnell & Dennis,
2011). However, Criss et al. (2011) reported that large
test-position effects persisted when they applied analogous controls.
In particular, Criss et al. (2011) examined the confounding between lag and test-position by contrasting the typical randomized-trials design (i.e., old items presented in
a random order at test) and a forward-order design (i.e.,
all old items were tested in the same order as the study
presentation), which equates lag over test positions. A
third condition provided feedback at test in a
randomized-trials design, which aimed to minimize any
attentional drift across the test list (e.g., fatigue towards
the end of the list; Bowyer, Humphreys, & Revelle, 1983).
In all three conditions reliable test-position effects were
found for both immediate and (20 min) delayed testing.
However, Criss et al. (2011) also reported a more curious result – the strength of the overall test-position effect
was significantly smaller (little more than half) in the
randomized-trials condition without feedback. The larger
effect of test-position in the forward than randomized condition seems paradoxical; the forward design removes the
confounding between lag and test-position that is present
in the randomized design, so, all other things being equal,
it should have a weaker test-position effect. Finding the
opposite result calls into question the almost universal
belief that accuracy decreases with longer lags. However,
further illustrating the difficulty associated with disentangling these effects, all other things may not be equal in
Criss et al.’s design; their comparison between forward
and randomized conditions is confounded by a difference
in item context. As we now discuss, testing an item in
the context of items with which it was studied can
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Fig. 1. Study-test trial lag distributions aggregated over participants in the four between-subject conditions of our experiment. Lag ranged from 4 to 74
stimulus rating trials (i.e., both study and test trials), except in the Forward condition where it ranged from 27 to 51 trials.

improve recognition; this facilitation is present in the
forward but not the randomized condition.

Item context
Earlier research examining context effects focused on
the manipulation of factors such as incidental item characteristics (e.g., the colour in which each study and test word
is presented; Murnane, Phelps, & Malmberg, 1999), episode defining context (i.e., the overall context in which
study and test occurs), and an item’s normative context
variability (Steyvers & Malmberg, 2003). Our aim here
however, is to examine the natural causes of variation in
the study-test list paradigm. Thus, we focus on itemcontext, that is, the context provided by contiguous study
and test items.
Historically, the investigation of item-context effects
has been more prominent in recall than recognition tasks.
For example, the test-position related lag-recency effect
(Kahana, 1996) – the tendency for the recall of one item
to be followed by the recall of another item that was studied close to, and most often after, the first recalled item –
has been influential in theory development (Howard &
Kahana, 2002). Schwartz, Howard, Jing, and Kahana
(2005) showed a similar effect occurs in recognition – when
two items are tested successively, accuracy for the second is
better if it was studied near the first (see also Humphreys,
1976; Ratcliff & McKoon, 1978). Notably however,

Schwartz et al. found that the asymmetry observed in recall
performance (favouring the next item) is not present in
recognition. Light and Schurr (1973) similarly observed
that accuracy was higher in a condition that tested items
in the same order as study (i.e., where item-context
information was preserved), compared to a condition that
randomized test order (i.e., disrupted item-context
information) – which is also consistent with Criss et al.’s
(2011) findings. Schwartz et al. pointed out that symmetric
effects are in accordance with recognition testing leading to
the retrieval of the context in which an item was studied
(Dennis & Humphreys, 2001), and in particular the retrieval
of item context (i.e., items studied nearby the test item).
Moreover, further analyses showed that this facilitation
was only significant when the first test item had a high confidence rating, leading Schwartz et al. to suggest that recollection of item-context is particularly associated with high
confidence test responses, as assumed by DPSD.

Experiment
Our experimental design focuses on the systematic
effects of lag, test position and item context, and aims to
isolate their relative contributions to recognition performance. To examine the effect of lag, and in particular
Ratcliff et al.’s (1992) hypothesis that greater old than
new variability may be caused by un-modelled variation
in lag, we contrast performance between the standard
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Randomized Trials design (i.e., old items tested in a random
order relative to the study presentation) and designs in
which old items were tested in the same or the opposite
order to study. These Forward and Reverse designs minimize and maximize lag variation respectively while equating mean lag, as illustrated by the trial-lag distributions
shown in Fig. 1.2 Therefore, all else being equal, Ratcliff
et al.’s lag-induced variability hypothesis predicts ROC
asymmetry will increase from the Forward to Randomized
to Reverse test order conditions.
Comparison of our Forward and Reverse conditions also
allows us to investigate Criss et al.’s (2011) apparently
paradoxical finding that controlling for lag effects increased
the effect of test position. Recall their finding may have
been confounded by differences in item context effects
between their forward and randomized trials condition.
As item context effects should be equated in our Forward
and Reverse conditions (on the assumption that they are
symmetric; Schwartz et al., 2005) any differences between
these conditions in terms of test position effects should be
directly attributable to lag. That is, a stronger decline in
accuracy with test position in the Reverse than Forward
conditions would strongly support the conclusion that
increasing lag causes decreased accuracy. This comparison
is particularly clear because other factors that might vary
with test position, such as attentional drift, should be equated between the Forward and Reverse designs.
Nonetheless, in order to gain greater control over some
of these factors we investigated the effect of test position
by dividing test lists into quarters (i.e., four test ‘blocks’)
on an a priori rather than post hoc basis. In particular, an
equal number of old and new items were presented in each
block and these items were equated on word frequency.
We took advantage of this control measure to include a
fourth, Randomized Blocks, condition. In this Randomized
Blocks condition, sets of six contiguous old items from each
quarter of the study list were randomly intermixed with
six new items, and then the four blocks of 12 items were
tested in a random order.
The inclusion of the Randomized Blocks condition
afforded us two additional comparisons. As shown in
Fig. 1, the study-test lag distributions are the same in the
Randomized Trials and Randomized Blocks conditions, so
any difference in overall performance between these conditions should be largely attributable to item-context
effects. Higher accuracy in the Randomized Blocks than
the Randomized Trials conditions would strongly support
the facilitatory effect of item-context, as only the former
condition preserves item-context information during
testing.
The Randomized Blocks condition also allowed us to
investigate a further potential confound in the Forward
condition. A challenge to concluding in favour of a test-

2
Similar ratings tasks were used for both study and test trials in order to
better be able to treat study and test trials as equivalent when calculating
lag in terms of the number of intervening trials, as shown in Fig. 1.
Nonetheless, lag was also recorded in terms of the absolute time, as both
study and test trials could be terminated by a response and therefore could
differ in duration. Using time- and trial-based lag covariates produced
similar results, so we only report the latter.
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position effect in our Forward condition (and that of Criss
et al., 2011) comes from complete confounding of study
position and test position. Thus, a test-position effect in
the Forward condition could be due to study being more
effective early in the study list. Although we deliberately
chose to use short study lists and required participants to
engage in a study task in order to minimize study position
effects, a more direct test is clearly desirable. Fortunately,
our Randomized Blocks condition affords such a test, by
enabling an examination of study position effects with test
position controlled and vice versa.
In summary, we expect an effect of test position to be
present in all four test-order conditions. If there is also
an effect of lag, the test-position effect should be stronger
in the Reverse than the Forward conditions. If item-context
facilitates performance, accuracy should also be overall
higher in the Randomized Blocks than Randomized Trials
condition, but we do not anticipate this facilitation to modulate the test-position effect.
Method
Participants
Participants (n = 100) were recruited from students
enrolled in an introductory psychology course at the
University of Newcastle, Australia, and received course
credit for their participation. All participants had normal
or corrected-to-normal vision. An equal number of participants were randomly allocated to each of the experimental conditions.
Apparatus and stimuli
Testing was completed at individual computer terminal
equipped with 17 in. CRT monitors. All stimuli were presented as white font against a black background. Participants responded using a standard QWERTY keyboard
with the keys z x c , . / labelled 1 to 6 respectively. The keys
1 to 3 were used for study responses, indicating ‘definitely
no’, ‘maybe yes’, ‘definitely yes’ and the full 1 to 6 scale was
used for the test responses, indicating ‘definitely new’,
‘probably new’, ‘guess new’, ‘guess old’, ‘probably old’, ‘definitely old’. Whenever a response was required these words
were arrayed across the bottom of the screen.
The word pool consisted of 576 critical words for the
main experiment, plus an additional 103 words to act as
untested ‘buffer’ study items and as the 48 words used
for the practice phase. The words were common (both in
terms of natural language frequency and use in past
research) and were drawn from the Toronto word pool
(Friendly, Franklin, Hoffman, & Rubin, 1982). They ranged
between four and eight letters in length (M = 6) and
between 0.8 and 1.99 log frequency (M = 1.4). The 576 critical words were equally divided into six log-frequency
bands [0.8–0.99, 1.0–1.19, 1.2–1.39, 1.4–1.59, 1.6–1.79
and 1.8–1.99] with 96 items in each.3 Frequency values
3
No differences in letter length, neighbourhood density, or number of
syllables between the six frequency bands were reliable (all p’s > .05).
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were obtained from the CELEX database through the Nwatch program (Davis, 2005).
Design
Test-list order varied over four between-subjects conditions. In all conditions the study lists were divided into
blocks (denoted A, B, C and D for illustration here), and
each block contained six old items, one from each frequency band, which were studied in a random order
(denoted 1. . .6). Note there was nothing in the experimental procedure to alert participants to this study list structure, nor to the corresponding test list structure. The four
conditions differed in the order that A. . .D, and 1. . .6
within each block, were tested:
1. Forward (F): old items were tested in the same order as
the study presentation; the study blocks remained in
the same A. . .D order, as did the 1. . .6 old items within
each block;
2. Reverse (R): old items were tested in the reverse order
to the study presentation; that is, D. . .A and 6. . .1
within each block;
3. Randomised Blocks (B): A. . .D were randomly shuffled
and 1. . .6 within each block were randomly shuffled;
4. Randomised Trials (T): an old item was randomly
selected from any A. . .D block to create new test blocks
that maintained the structure of having one item from
each word frequency band per block but no longer preserved the same item-context from study.
The position of new items in the test list was also controlled such that for every two old items (O1 O2), two new
items (N1 N2) were presented in one of six randomly
selected combinations: (O1 O2 N1 N2), (O1 N1 O2 N2), (O1
N1 N2 O2), (N1 O1 N2 O2), (N1 N2 O1 O2) or (N1 O1 O2 N2).
Therefore, there were always six old items and six new
items in each test block, and as was done for the old items,
the new items were drawn from each of the six word frequency bands. As shown in Table 1 and Fig. 1, manipulating test order in this way had a dramatic effect on the
variability in study-test lag while maintaining the same
average lag across conditions.
Procedure
All testing was completed at individual computer terminals with up to six participants per session. Each testing
session began with the experimenter reading through the
instructions, which were also displayed on each participant’s screen. Participants were informed that they should
try to remember these items, as their memory would be
tested immediately after the study list concluded. It was
further emphasized that the test list would include an
equal number of studied and unstudied items, and that
no items would be repeated throughout the entire experiment. Participants were encouraged to respond on each
trial even if they were unsure. Moreover, they were told
to use the full range of the confidence scale; however, it
was emphasized that they should not arbitrarily choose a
confidence level to meet this instruction. Prior to

Table 1
Test-order condition lag statistics (expressed in terms of the number of
intervening trials).
Condition

Minimum

Maximum

Mean

Variance

Forward (F)
Randomised
Blocks (B)
Randomised Trials (T)
Reverse (R)

27
4

51
74

39.0
39.0

48.3
236.1

4
4

74
74

39.0
39.0

241.6
431.4

completing the main experiment, participants completed
a full-length practice study-test list to become familiar
with the task.
Study lists were comprised of 24 critical items and 8
buffers (4 at the start and 4 at the end of each list). For each
study trial, a centrally located fixation cross was presented
for 400 ms, followed by a 100 ms blank screen. A study
word was then presented for 1500 ms in the centre of
the screen in all lowercase letters. After each study presentation, participants had a maximum of 2500 ms to make a
prospective confidence rating by responding to the question ‘How confident are you that you will remember this word
later on?’ using a three-point scale ‘definitely no’, ‘maybe
yes’, ‘definitely yes’. Participants responded via keys on
the left-hand side of the keyboard (i.e., those labelled 1,
2, 3). The direction of the confidence scale was counterbalanced over participants. This prospective confidence question and visual analogue of the confidence scale remained
on the screen until participants responded or the time limit
expired. The aim of this confidence rating was to encourage engagement and homogenous encoding. Engagement
was also encouraged by the use of shorter (32 item) study
lists, which aimed to aid participants in maintaining a constant level of attention.
Recognition testing commenced immediately after
study by having participants simultaneously provide
recognition choice and retrospective-memory confidence
ratings – again to encourage engagement and homogenous
encoding – for an equal number of old and new items (i.e.,
24 critical study items plus 24 new items). Test lists were,
therefore, also relatively short and omitted the initial and
final four items of the study list to minimize primacy and
recency effects.
For each test trial a 400 ms fixation cross was presented
in the centre of the screen followed by a 100 ms blank
screen. The test word was then presented in the centre of
the screen in all lowercase letters. During the presentation
of the test stimulus, participants were asked to respond to
the question ‘How confident are you that you have seen this
word before?’ using a six-point scale from ‘definitely new’ to
‘definitely old’. Again the direction of the confidence scale
was counterbalanced over participants and the test question and visual analogue of the confidence scale remained
on the screen (directly below the test stimulus) until participants made a response or a time limit of 3000 ms
expired.
Following the practice study-test list, participants
received feedback on the number of times they used each
of the confidence levels. The purpose of this feedback
was to encourage participants to use the full range of the
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confidence scale. No accuracy feedback was provided;
however, it was emphasized to participants that the task
was designed to be challenging and it was not expected
that their answer would always be correct. Participants
were then required to complete 12 study-test lists for the
main experiment. A minimum 10 s enforced break
occurred at the end of each list and a minimum 5 min
break was enforced after 6 lists (i.e., the half-way point).
The entire testing session took no longer than 90 min to
complete.
Traditional analysis
As reported in Supplementary materials we analysed
prospective memory confidence ratings and associated
response times to see whether they could be used as a
covariate controlling for encoding variability, or whether
there were systematic effects across study position that
could reflect attentional drift or participants’ potentially
buying extra encoding time by delaying their response.
There was little relationship to test performance and no
significant change with study position.
Memory performance is traditionally analysed using
d0 = z(HR)  z(FAR), the distance between the mean memory strength for old and new items under equal-variance
signal-detection theory. This measure of discrimination is
closely related to the HR  FAR difference that is used to
measure discrimination under high-threshold theory.
Although neither is likely to be exactly correct for recognition memory they both approximately adjust for response
bias, and produced similar conclusions in our data. In order
to provide a context for the more sophisticated analyses
reported later, Fig. 2 shows d0 results emphasizing the
critical comparisons between the Reverse and Forward
conditions (controlling item-context) and between the
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Randomized Blocks and Randomized Trials conditions
(controlling lag distribution). Traditional ANOVA analyses
of this measure (reported in detail in Supplementary
materials) supported the existence of three distinct effects.
To distinguish these effects from their associated
experimental factors we call them:
1. Lag decline; accuracy decreases with lag, as evidenced
by the stronger decline in d0 over test position for the
Reverse than Forward conditions;
2. Item-context facilitation; accuracy is facilitated by
matching study and test item context, as evidenced by
consistently higher d0 for the Randomized Blocks than
Randomized Trials conditions;
3. Test-position interference; accuracy suffers due to interference associated with recognition testing, as evidenced by the decline in d0 across test blocks for all
test-order conditions.
A potential challenge to these findings – and indeed to
the vast majority of previous recognition findings – is that
they ignore another key source of variability; namely systematic differences in performance among items. Although
most researchers do not explicitly deny item variability
(i.e., just as participants vary in their mnemonic abilities
and biases, it is highly plausible that items vary in their
memorability as well as the biases they induce in processing), it is typically the case that items are treated as a fixed
instead of random effect. This is unfortunate, as item variability in recognition memory is typically substantial both
in the analysis of new vs. old choices (Freeman, Heathcote,
Chalmers, & Hockley, 2010; Rouder & Lu, 2005) and confidence ratings (Pratte, Rouder, & Morey, 2010).
As shown in Fig. 3A and B, even with our relatively
homogenous words, item variability in new vs. old choices

Fig. 2. Accuracy (d0 ) results for the four test order conditions across test blocks, with within-subjects standard errors (Morey, 2008).
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Fig. 3. Variability in the z-transformed probability of making an old response for new (FAR = false alarm rate) and old (HR = hit rate) items for (A)
participants, (B) items, (E) study position, (F) lag and (G, H) test position. Open circles plot values estimated using Snodgrass and Corwin’s (1988) correction
– ðold response frequency þ 0:5Þ=ðnumber of responses þ 1Þ and small solid circles plot values predicted by the UVSD  (L + TO  TB) model (note that
predicted participant and item effects are shown in panels C and D respectively). For panels A and B, axes provide the corresponding marginal standard
deviations (SD) for the empirical data, and correlations between z(HR) and z(FAR), and null hypothesis probabilities are provided above panels A–D. For
panels E–H, standard deviations for the empirical data are provided above each panel. Study positions range from 5 to 28, test positions from 1 to 48, and
lags from 4 to 74. Vertical dotted lines in the test-position plots demarcate the blocks within a test list.
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(SD = 0.45 on average) was at least as large, if not larger,
than the variability among participants (SD = 0.38 on average). Fig. 3A and B further show that both participant and
item variability have systematic characteristics that may
be relevant to the study of memory: items and participants
with higher hit rates also tend to have lower false alarm
rates (i.e., the significant negative correlations shown in
Fig. 3A and B). It is also important to note that the variability associated with the factors of interest in our study
(study position, lag and test position) was less than half
the size of both the item and participant variability (SD
ranged between 0.07 and 0.15; see Fig. 3E–H).
A particularly marked and undesirable consequence of
ignoring item variability is an inflation of Type I error, leading to inferences that do not take account of uncertainty in
generalizing to different item sets (Baayen, 2008; Clark,
1973; Forster & Masson, 2008). For example, Pratte and
Rouder (2011) reported that credible intervals (the Bayesian analogue of confidence intervals) were underestimated by up to 60% due to averaging over items. Further,
Pratte et al. (2010) further found that the ratio of new to
old memory strength standard deviations in the UVSD
model (i.e., zROC slope) was substantially underestimated
by analyses that average over items. Thus, for the same
reason that participants are treated as a random effect
(i.e., because interest focuses on inferences about effects
that generalize beyond the particular sample of participants in an experiment), it is desirable to treat items as a
random effect (Baayen, Davidson, & Bates, 2008).
In light of these considerations, in the next section we
report results based a more thorough and general analysis
method that allows the effects of participants, items and
experimental factors to be modelled simultaneously in
order to separately measure their contribution to variable
recognition performance. In this approach we can also
analyse the complete set of dependent variables collected
on test trials – not only the new vs. old choices but also
the confidence ratings elicited for each choice – allowing
examination of ROC and zROC functions.

Confidence ROC analysis
We used Pratte and Rouder’s (2011) hbmem package for
the R statistical environment (R Development Core Team,
2012) to perform ROC analyses. The hbmem analysis
allowed us to address the underlying causes of the lag
decline, item-context facilitation and test-position inference effects from the perspective of two major approaches
that have been used to understand ROC data: the UVSD
and DPSD models. Results for the UVSD model are reported
here and the DPSD results are reported in Supplementary
materials.
The implementation of the UVSD model assumes a new
vs. old decision criterion fixed at zero (analogous to the
more usual assumption of fixing the mean of the new distribution to zero; i.e., fixing location). It also includes two
estimated confidence criteria for new decisions and two
for old decisions, all of which can differ between participants. It has new and old mean memory-strength parameters (lnew, lold) and new memory-strength has a standard
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deviation fixed at one. The standard deviation of the old
memory-strength distribution, s(old), is estimated; positive
s(old) estimates are obtained by unbounded sampling on a
logarithmic scale.
Each parameter is estimated as the sum of fixed and
random effects. The fixed (i.e., unconstrained) effects consist of a grand mean and a slope parameter for the effect
of a zero-centred lag covariate. As was assumed by Pratte
and Rouder (2011), results in Fig. 3F suggest a linear effect
of lag (in a quadratic regression, only the linear effect was
significant, t(21) = 6.0, p < .001). Consistent with this
suggestion we found that other lag functions (e.g., the
logarithm of lag) produced worse model fits. We also
examined absolute time as a lag covariate and found
similar results. We therefore report results for models with
a linear lag covariate, as defined by the number of
intervening trials.
The random effects – one for participants and one for
items – are described by zero-centred normal distributions, with an associated standard deviation estimate.
The hbmem software also allows estimation of a randomparticipant-effects-only model (analogous to analysing
the average over items) and a model treating items and
participants as fixed effects (i.e., obtain estimates for each
particular item and participant with no assumption that
they come from a normal distribution).4 We found that
models with both item and participant random effects were
selected over models with only random participant effects,
confirming the large level of item variation illustrated in
Fig. 3. We also found that random-effects models were
selected over fixed effects models. This is consistent with
the notion that participants and items share commonalities
that are captured by the model’s normal distribution
assumptions about the population from which participants
and items are drawn. The commonality captured by the
random-effects models leads to sharing of information
among items and participants during parameter estimation.
Consequently, the effective number of parameters estimated
is less than the nominal number, a fact that will become relevant when we discuss model selection techniques.
We report results for eight different parameterizations
of the UVSD model, with random participant and item
effects that include or do not include three factors:
1. Test Order (TO): that is, the four between-subjects
conditions (Forward, Reverse, Randomized Blocks,
Randomized Trials);
2. Test Block (TB): that is, the temporal position in the test
list, defined by the four test blocks (1. . .4);
3. Lag (L): that is, the number of intervening trials
between study and test presentations.
Including a factor in a model means that both UVSD
mean and standard deviation parameters were allowed
to vary with that factor. In a Baseline model, all experimental conditions were modelled by the same set of
4
To treat participants and items as fixed effects, the random effect
standard deviations are fixed to large default values such that the normal
population distribution places little constraint on these effects (see Pratte &
Rouder, 2011).

60

L. Averell et al. / Journal of Memory and Language 88 (2016) 51–69

parameters. The TO and TB models allow four sets of
parameters, one for each test order or test block respectively. The TO  TB model allowed different parameters
for all 16 combinations of the levels of the two factors.
We also fit versions of these four models allowing the
effect of a lag covariate (i.e., L, L + TB, L + TO, L + TO  TB).
Model selection
Our model selection methods were all based on posterior deviance (D), a measure of misfit for a posterior
parameter vector (hi) sampled by Markov Chain Monte
Carlo methods. In agreement with Pratte and Rouder
(2011), we found that generating 105,000 samples for each
model – with the first 5000 discarded and every 10th
sample retained thereafter – produced 10,000 hi samples
having the required characteristics (e.g., stationary, low
autocorrelation and good mixing between different
components of the posterior parameter vectors; see
Gamerman & Lopes, 2006).
A model was selected when it had the lowest value of a
criterion that is the sum of a measure of misfit – mean(Di),
where Di is the posterior deviance of hi for i = 1. . .10,000 –
and a penalty that increases with model complexity. Even
when all models have the same number of nominal parameters, they may differ in their complexity due to differences in the way that parameters are constrained to
interact within the model (Pitt & Myung, 2002); random
effects, for example, add such constraints. A model’s complexity (and hence it’s ability to mimic data generated by a
different type of model) is, therefore, determined by the
‘‘effective” number of parameters, which takes into
account these constraints.
We examined a range of criteria in regard to model
selection, all of which gave reasonably consistent results.
We report the results for all criteria in Supplementary
material, and following Pratte and Rouder (2010, 2011,
2012) focus here on the Deviance Information Criterion
(DIC; Spiegelhalter, Best, Carlin, & van der Linde, 2002):
DIC = mean(Di) + pD, where pD = mean(Di)  D[mean(hi)] is
an estimate of the effective number of parameters. The
term D[mean(hi)] is an estimate of the minimum deviance
(i.e., best fit) that the model can obtain, where mean(hi) is
an estimate of the parameters of the best-fitting model.
The mean(Di) measure of average fit also makes some correction for complexity, with model selection based on this
measure producing similar results to the posterior likelihood ratio method recommended by Liu and Aitkin
(2008). Table 2 provides model complexity (pD), average
and best fit (mean(Di) and D[mean(hi)] respectively), and
model selection (DIC) results.
If – as our results indicate so far – the lag decline, testposition interference and item-context facilitation effects
all contribute to variable recognition performance, then
the most complex (L + TO  TB) model should be selected.
Selection of the (L + TB) model would count against itemcontext facilitation (i.e., after partialling out variability
due to lag and test block, test order does not make a significant contribution). Selection of the (L + TO), would suggest
that test-position effects do not make a significant contribution after partialling out the effects of lag and test order.

Table 2
Effective number of parameters (pD), average misfit (mean(Di)), minimum
misfit (D[mean(hi)]), and model selection (DIC) measures for the eight
UVSD model variants. Misfit and model selection measures are given
relative to the model with the minimum measure – in all cases, this was the
(L + TO  TB) model (i.e., the model with a bold zero cell entry; absolute
values are mean(Di) = 118,473, D[mean(hi)] = 117,054, DIC = 119,852).

Baseline
L
TO
L + TO
TB
L + TB
TO  TB
L + TO  TB

pD

mean(Di)

D[mean(hi)]

UVSD

1343
1344
1343
1346
1350
1350
1379
1379

399
262
401
264
86
37
12
0

436
297
437
298
116
67
13
0

363
226
364
231
57
8
11
0

If the (TO  TB) model is selected, this would count against
a significant contribution of lag effects. Selection of even
simpler models would count against combinations of two
or more effects.
The fit-related measures in Table 2 are reported relative
to the model with the minimum value; that is, the mean
(Di), D[mean(hi)] and DIC values reflect the difference from
the model with the best result, as indicated by the zero cell
entry. A difference score of 10 or more indicates strong evidence in favour of the model with the lesser value (Pratte &
Rouder, 2012); for example, in the fourth column of Table 2,
mean(Di) was larger for the (TO  TB) than (L + TO  TB)
model by 12, suggesting strong support for the latter
model. The most complex (L + TO  TB) model has the best
fit by both measures, but also the largest effective number
of parameters. However, the final column in Table 2 shows
that the advantage in fit overcomes the disadvantage due
to this greater complexity, so model selection based on
DIC favours the (L + TO  TB) model. This result supports
the presence of all three effects; lag decline, test-position
interference and item-context facilitation. We now examine the predictions of (L + TO  TB) model in more detail.

Model predictions
Figs. 3 and 4 overlay plots of data (open circles) and predictions made by the (L + TO  TB) model in the limit of a
large number of repeated observations for each item and
participant in each condition (small solid circles). In these
figures, binary data and predicted proportions were averaged over trials of a particular type: items and participants
in Fig. 3A–D; study position, test position and lags in
Fig. 3E–H; and test order and test position in Fig. 4. The
predictions displayed in Figs. 3 and 4 (see Supplementary
materials for the same plots for the corresponding DPSD
model) were obtained by calculating the proportion of
observations for each of the six possible response types
(i.e., three levels of confidence for new and old choices)
predicted on every trial of the experiment. For each test
block, every trial was characterized by a particular combination of lag, item and participant, with the posterior mean
model parameters used to calculate expected proportions.
As means of the posterior parameters were used, the fits in
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Fig. 4. Confidence ROC (top) and zROC (bottom) functions for observed data (open circles) and UVSD  (L + TO  TB) model fits (small solid circles joined by
dotted lines). Rows are defined by the four test order conditions (Reverse, Forward, Randomized Blocks, and Randomized Trials) and columns define the four
test blocks within a list.
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Figs. 3 and 4 correspond to the D[mean(hi)] measure of best
fit given in Table 2.
In Fig. 3, proportions were averaged over confidence to
obtain hit and false alarm rates. Fig. 3C and D plot the predicted participant and item effects respectively. Consistent
with the observed data (Fig. 3A and B), the (L + TO  TB)
model predicts strong negative correlations between new
and old effects; particularly for items. Even so, these predicted correlations may be underestimated because the
model assumes independence between old and new
effects. This assumption will tend to ‘‘shrink” the estimates
in Fig. 3 toward r = 0; however, given the quite large sample sizes in our study, the shrinkage should be small. Note
also that these predicted estimates are naturally much larger than the correlations observed in the empirical data, as
the predictions are in the limit of a large number of trials,
whereas the empirical values are affected by trial-level
noise that reduces the correlation.
Fig. 3 additionally shows that the (L + TO  TB) model
can account for the variability observed for the effects of
interest in our study. Note that all predictions are a slightly
irregular function of the experimental factors as they take
account of the particular combination of participants,
items and conditions contributing to the levels of the factor. Nonetheless, the model provides an accurate account
of the overall effect of lag (decrease in accuracy with
increasing lag; Fig. 3E). The model also provides a good
account of the test position effect, except in the first test
block where the increasing trend in false alarm rates is
clearly missed (see Fig. 3G). Of particular interest is that
the (L + TO  TB) model provides an accurate account of
the effect of study position (i.e., increasing accuracy with
later study positions) without explicitly including this
effect in the model; rather, the model fits well purely
through the confounding between lag and study position
inherit in the study-test list paradigm (see Fig. 3F).
For Fig. 4, cumulative proportions were calculated to
create ROC plots and then probit transformed to create
zROC plots. The ROC functions in the upper panel of
Fig. 4 show strong asymmetry with respect to the negative
diagonal (i.e., the downward-sloping grey line in each subpanel) that is ubiquitous in item recognition memory data.
The zROC functions – shown in the lower panels of Fig. 4 –
trend toward inverted-U curvature in both the empirical
and predicted data. Such curvature is likely introduced as
results are aggregated over participants, items and lags
(see also Heathcote, 2003; Morey, Pratte, & Rouder,
2008). However, as data and predictions are averaged in
the same way, an accurate representation of goodness-offit is given.
As shown in Fig. 4, the (L + TO  TB) model captures the
tendency of the ROCs to move closer to the main diagonal
(i.e., the upward-sloping grey line in each sub-panel) as
test-position increases, reflecting a decrease in accuracy
for later test-positions. The zROC intercept (i.e., the intersection with the vertical grey reference line in the lower
sub-panels) provides another measure of accuracy, corresponding to the difference between old and new memory
strength means, in old standard deviation units. As shown
in the lower panel of Fig. 4, the zROC intercept also
decreased with test position, and this was captured by

the model. We further discuss this effect in next section
examining how lag, test order and test position influence
posterior parameter estimates.
(L + TO  TB) model parameters
Mean and median posterior estimates were nearly identical for all parameters as posterior distributions were very
close to symmetric. For consistency with analyses previously reported by Pratte and Rouder (2012), we discuss
medians with the attendant provision of 95% credible
intervals (i.e., 2.5th to 97.5th posterior percentiles) given
in parentheses. Following Pratte and Rouder, we take intervals excluding zero as supporting the presence of an effect.
Lag
Lag effect estimates were calculated in terms of the
decrease (i.e., a positive value implies lower values at
longer lags) over 70 lag units, which is the span of lags
tested in all but the Forward condition (see Fig. 1 and
Table 1). These analyses focused on parameters specific
to old items, as lag is undefined for new items. There was
support for a decrease of 0.16 in the location parameter,
lold, with lag (95% CI: 0.06–0.26). For the logarithm of
old variance, s2(old), it was zero to two decimal places
(1.82 to 1.87), providing no support for a change in zROC
slope with lag (see also Fig. 4, where zROC slope does not
change between the Forward and Reverse conditions).
Test order and test block
To examine the effects of test order and test block, we
used pairwise differences to contrast the Forward and Reverse conditions and the Randomized Blocks and Randomized Trials conditions within a given test block.
Corresponding differences of averages over test blocks provide evidence about main effects of test order. We computed differences using orthogonal polynomial contrasts
(with zero-mean and unit Euclidian length) to provide evidence about test position effects. Again we took intervals
excluding zero as supporting an effect and do the same
for intervals on parameter differences. As most effects
involving higher order (quadratic and cubic) trends had
intervals containing zero, we report only results for the linear contrasts and interactions between linear contrasts
(i.e., the difference between linear trends) with attendant
95% credible intervals. Fig. 5 plots median parameter estimates, accompanied by the Bayesian equivalent of a standard error; a 68% credible interval from the 16th to 84th
percentiles (the cumulative standard normal probabilities
one standard deviation below and above the mean).
Fig. 5 shows strong evidence that old variability was
greater than new variability in the UVSD model, 1.42
(1.22–1.66), corresponding to a zROC slope of 0.71 (0.6–
0.83) (see also Fig. 4). However, as shown in Fig. 5, neither
test order nor test block appeared to have much effect on
old variability. All main effects, trends and trend interactions yielded 95% credible intervals containing zero, as
did almost all comparisons between pairs of betweensubject conditions at each test block.
In contrast, there were marked effects of test order and
test block on the mean parameter estimates. The bottom
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Fig. 5. Posterior medians and 68% credible regions (i.e., 16th–84th percentile range) for old standard deviation estimates, s(Old) (top panels), and the
difference, D0 ¼ dðOldÞ  dðNewÞ, in mean memory-strength estimates (bottom panels) for the UVSD  (L + TO  TB) model.

Table 3
Pairwise differences in D0 between the Forward and Reverse conditions and the Randomized Blocks and Trials conditions, at each of the four test blocks. D0
corresponds to the difference between old and new mean memory-strength. Estimates for the UVSD (L + TO  TB) model are provided, with 95% credible
intervals (i.e., 2.5th to 97.5th posterior percentiles) provided in parentheses.
Test Block

Forward vs. Reverse
Randomized Blocks vs. Trials

1

2

3

4

0.39
(0.01–0.79)
0.66
(0.28–1.05)

0.27
(0.10 to 0.67)
0.48
(0.11–0.87)

0.19
(0.19 to 0.29)
0.62
(0.24–1.01)

0.025
(0.36 to 0.42)
0.38
(0.003–0.76)

Table 4
UVSD linear trends in D0 over test block for each of the test order conditions, with attendant 95% credible intervals (i.e., 2.5th to 97.5th posterior percentiles)
provided in parentheses. D0 corresponds to the difference between old and new mean memory-strength. Estimates for the (L + TO  TB) models are provided in
the upper rows, and estimates for the (TO  TB) models are shown in the lower rows.
Test order

(L + TO  TB)
(TO  TB)

Reverse

Forward

Randomized Blocks

Randomized Trials

0.4
(0.22–0.57)
0.62
(0.51–0.73)

0.14
(0.01–0.27)
0.18
(0.06–0.29)

0.24
(0.11–0.37)
0.37
(0.26–0.48)

0.08
(0.06 to 0.21)
0.20
(0.09–0.31)

row of Fig. 5 plots the difference between old and new
mean memory-strength. We use the notation D0 to refer
to these differences as they are analogous to the EVSD
measure of accuracy, d0 (i.e., the difference in new and
old means measured in new standard deviation units).
Table 3 provides the difference in D0 for the critical comparisons between the Forward and Reverse conditions
and between the Randomized Blocks and Trials conditions

at each test block. Table 4 provides estimates of the linear
trends over test blocks for each of the test order conditions.
There was a consistent advantage in D0 for the Randomized
Blocks condition over the Randomized Trials condition,
with a main effect of 0.54 (0.18–0.90). As shown in Fig. 5
and Table 3, there was also evidence supporting this difference at each test block. A similar comparison between the
Reverse and Forward conditions did not support a main
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effect, 0.22 (0.13 to 0.59), but it did support a difference
at the first test block (see Fig. 5 and Table 3).
There was evidence for a linear decrease in D0 with test
block in the Reverse, Forward and Randomized Blocks conditions, but not in the Randomized Trials conditions (see
Table 4). There was clear support for an interaction
between the Reverse and Forward linear trends, 0.26
(0.07–0.46), with a stronger decrease in mean memorystrength for the Reverse condition (see Fig. 5). There was
also support, though weaker, for the interaction between
the Randomized Blocks and Trials conditions, 0.16
(0.003–0.32), where a slightly stronger decrease in
memory-strength was observed for the Randomized Blocks
condition as shown in Fig. 5.
A confounding effect of lag on test position?. In order to
investigate the degree to which lag confounds affected
the test block effects, we compared the linear test-block
effects on D0 for the parameterization with a lag covariate
(i.e., the (L + TO  TB) model, whose results were reported
in the previous section) to the corresponding effects in the
parameterization with no lag covariate (i.e., the (TO  TB)
model). The linear trend estimates for the (TO  TB)
parameterizations are shown in the lower rows of Table 4.
For the (TO  TB) model, there was strong support for a linear decrease in D0 with test block for each of the test order
conditions. In comparing the UVSD trends for the (L
+ TO  TB) and (TO  TB) variants, it is clear that the linear
decrease in D0 was stronger for the (TO  TB) model. In particular, the increase in slope was greatest in the Reverse
condition, only slight in the Forward condition and intermediate for the Randomized conditions.
ROC asymmetry. Ratcliff et al.’s (1992) suggested that ROC
asymmetry is caused by variability in old memorystrength associated with lag differences between old items,
so old standard deviation estimates, which determine
asymmetry, should be least in the Forward condition and
increase for the Randomized and Reverse conditions,
which have more variable lags by factors of five and nine
respectively. However, in the (L + TO  TB) model median
old standard deviation estimates were fairly constant
across conditions, with values of 1.497, 1.475, 1.325 and
1.377 for Forward, Randomized Trials, Randomized Blocks,
and Reverse respectively. Estimates for the (TO  TB)
parameterization with no lag covariate were also largely
unchanged (1.496, 1.466, 1.330 and 1.378) further indicating lag effects played little role in ROC asymmetry.
Discussion
The confidence ROC analyses favoured inclusion of lag,
test block and test order effects. These selections confirm
the conclusions based on traditional analyses of new vs.
old choice data that lag-decline, test-positioninterference and item-context-facilitation effects influence
performance. Also consistent with the earlier analyses,
model selection results supported the presence of substantial random item effects as well as random participant
effects, both with negative correlations between estimates
for new and old conditions. In Supplementary materials we

show that there was a close agreement between UVSD and
DPSD models on all of these issues.
We found that the degree of ROC asymmetry did not
vary over test block or test order, which was reflected in
a negligible effect of these factors on the parameters
responsible for the asymmetry. Lag also had no effect on
old standard deviation. Instead, the effect of lag, test block
and test order were almost completely explained by a very
similar pattern of differences among mean memorystrength parameters. In particular, mean old memorystrength decreased with increasing lag. To examine test
position and test order effects on the mean parameters
we characterized them in terms of discrimination accuracy
(D0 ; i.e., difference between new and old means).5 On average, discrimination was higher for the Randomized Blocks
than Randomized Trials condition – consistent with strong
item-context facilitation – and this difference did not vary
across test position. On average, discrimination was also
greater in the Reverse than the Forward condition. However,
this difference was modulated by test block, whereby accuracy was much higher in Reverse than Forward in the first
test block, but this difference gradually disappeared for later
test blocks.
A linear decrease in discrimination accuracy across test
position was evident in all four test-order conditions. Furthermore, contrasting linear slope estimates for the (L
+ TO  TB) parameterization (including a lag covariate)
with the (TO  TB) parameterization (no lag covariate)
revealed larger test-position slopes for the latter model,
consistent with a strong lag effect on old mean memory
strength. The magnitudes of the slope increases were consistent with the different degrees of confounding between
lag and test position in the test-order conditions; that is,
large for the Reverse condition, intermediate for the Randomized conditions and negligible for the Forward
condition.
Recall that in the Reverse condition there is a strong
positive correlation between lag and test position, whereas
there is a much weaker positive correlation in the Forward
condition (due only to the inclusion of new as well as old
items in test lists). Based on this difference, and the
assumption that item-context facilitation should be equated in these designs, we argued that differences in the
test-position effect between these conditions provide
strong support for the lag decline effect. The decrease in
mean parameters for the UVSD model as a function of lag
supports this conclusion, as does the increase in testposition interference effects for the (TO  TB) model with
no lag covariate. However, even after lag effects were
accounted for in the (L + TO  TB) model an interaction
between test-position effects for the Reverse and Forward
conditions remained, suggesting that these conditions still
differ in a way that affects accuracy.
5
Bias measures often accompany discrimination measures to provide a
full characterization of responding. We provide bias analyses for both UVSD
and DPSD models in supplementary materials. For both models there was a
trend for B to increase with test position, with stronger evidence supporting
this trend for the UVSD than DPSD model. There was also a trend in both
models for larger B values in the Forward than Reverse conditions, and in
the Randomized Trials than Randomized Blocks conditions; however, only
the former trend received statistical support, and only in the DPSD model.
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It is interesting to note that neither the UVSD model
(Fig. 3G) nor the DPSD model (Fig. S1E) adequately captured the strong increase in false-alarm rates within the
first test block. This misfit suggests the need for covariate
modelling using (perhaps a non-linear function of) test
position, similar to the approach taken for lag. Unfortunately, the hbmem software does not allow this approach
at present, and so we were restricted to modelling test
position effects using different parameters for each block.
Clearly the latter result is in need of further investigation
and replication, however, these findings do underline the
ability of a covariate approach to address correlation
among factors in the study-test list paradigm in order to
separate and identify underlying effects.
A second illustration of the utility of this covariate
approach is the fact that the UVSD model (and DPSD
model, see Supplementary materials) was able to account
for study-position effects (Figs. 3E and S1E respectively)
without explicitly modelling them. Rather, it did so
through the correlations between lag, test position and
study position. This again underlines the importance of
accounting for confounding between factors in experimental design when explaining critical effects.
General discussion
Many effects of central theoretical importance tend to
be correlated in commonly used versions of the studytest list paradigm. Our aim here has been to separate the
effects of correlated experimental factors to investigate
three fundamental effects that are potentially present in
most versions of this paradigm: lag decline, test-position
interference and item-context facilitation effects. To separate
these effects we manipulated the order of test items in four
different ways; all under the same study conditions. In the
Randomized Trials condition there was no relation
between study and test order, whereas in the Randomized
Blocks condition the order of study blocks was randomized
at test, while preserving item-context information within
each block. In the Forward and Reverse conditions study
and test order were, respectively, the same or inverted.
Test position and lag
Test-position interference predicts decreased accuracy
with increased test position; however, in the Randomized
Trials design standardly used in recognition memory
research, lag and test position are confounded. Criss et al.
(2011) previously attempted to address the lag confound
by contrasting a randomized trials condition and a forward
test-order condition (where lag is more controlled). However, but in contradiction to the almost universal assumption that the effect of increasing lag is a decline in accuracy,
their forward condition produced an increase in accuracy
for longer lags. This may be explained because the forward
condition may suffer from a study-position confound (i.e.,
decreasing attention over the course of study could cause
decreasing accuracy over test position) and, relative to
the randomized trials design, an item-context confound
(i.e., greater item-context matching in the forward design).
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Our experiment included Randomized Trials and Forward
conditions but added Reverse and Randomized Blocks conditions to address the potential shortcomings of the Forward design experimentally. We also used covariate
modelling to measure and control lag effects statistically.
The Randomized Blocks condition allowed an orthogonal comparison of study and test position effects. Study
position effects in the Randomized Blocks condition were
weak, likely because of our short study lists. Moreover,
there was no significant change in prospective confidence
ratings (or corresponding RT) across study position in
any of the test-order designs (for analyses see Supplementary materials). Hence, it is unlikely that a decline in attention over study position inflated the test-position effect in
the Forward design, as the study phase was the same in all
test-order conditions. The Reverse condition controlled the
item-context confound between Randomized Trials and
Forward conditions. Consistent with the existence of a
lag decline effect, test-position effects were much stronger
in the Reverse (where lag more strongly increased across
test position) than Forward designs. UVSD fits to confidence ROCs provided converging evidence, as models with
a lag covariate were selected over models without it. In
particular, test-position effects associated with the mean
parameter estimates in both UVSD and DPSD models
decreased when the lag covariate was introduced, with this
decrease being proportional to the increasing confounding
between lag and test position across the Forward to Randomized to Reverse test order conditions.
Our traditional analyses indicated test-position interference only occurred over the early part of the test list.
In contrast, the UVSD model fits including a lag covariate
suggested that the rate of decrease in discrimination
reduced only slightly over the later test blocks. The same
was true for fits of the DPSD model. Overall these results
do suggest that test-position interference is a substantial
effect, with a magnitude at least twice that of the lag effect
in our paradigm. One aspect that requires further investigation is why the test-position effect was lager in the Reverse and Forward conditions.
Overall, in contrast to Criss et al.’s (2011) results, but in
agreement with many others’ results (e.g., Wixted, 2004),
we supported the existence of a lag-decline effect, and that
test-position effects are confounded with a lag decline
effect. In agreement with Criss et al.’s conclusions, our
results do support the existence of test-position interference when the lag confound is removed. This finding adds
to increasing recent evidence for important effects of testing on memory processes, although in contrast to the beneficial effects found in some situations (e.g., Roediger &
Karpicke, 2006), here testing was deleterious. That said
our results do not speak to the cause of test-position
interference.
One possible explanation of test position effects is that
they are caused by changes in attention; that is, the
reduced accuracy over test blocks could simply reflect
reduced participant motivation. Salomão, Avery Claridge,
Kilic, Aue, and Criss (2013) reported evidence directly relevant to this point. In the spirit of a release from proactive
interference in recall explanation, it has also been found
that a release (or recovery) from test position interference
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can occur when the category of material being tested
changes (e.g., Malmberg et al., 2012). Salomão et al. investigated if this release was driven by enhanced attention at
the category switch by including a second test phase,
whereby the foils at Test 1 became targets at Test 2. They
argued that if attention mediated a release from testposition interference at Test 1, then the foils should likewise benefit from enhanced encoding at the category
switch. In contrast, they found Test 2 accuracy was unaffected by study position (i.e., Test 1 position). They concluded that memory processes and not attention mediate
test-position effects.
In light of these results there remain two viable explanations of test-position effects. Criss et al. (2011) interpreted them as evidence that learning associated with
test trials increases item noise, which they call output
interference. Alternatively, or perhaps in concert, a
context-noise interpretation can also apply, such that test
trials cause an increasing drift in the reinstated context
used to match contexts retrieved by test items (e.g.,
Dennis & Humphreys, 2001). Determination of the relative
importance of item-noise and context-noise effects in test
interference will require further experimentation, but the
results presented here clearly indicate that there is something to be explained beyond lag effects.
Although our discussion so far has focused on accuracy,
we also unexpectedly observed an intriguing lack of effect
of lag and test-position on bias (see Supplementary materials for a detailed analysis). One interpretation is that participants’ decision processes were able to adapt to the
combined effects of these factors in a way that maintained
relatively unbiased responding as testing progressed. That
is, as memory for old items weakened over the course of
testing, participants adjusted their decision process so that
the decrease in hits was matched by an increase in false
alarms (see Fig. 3).
This finding is reminiscent of the strength-based mirror
effect (Stretch & Wixted, 1998), whereby participants have
both higher hit rates and lower false alarm rates for strong
than weak study lists (e.g., due to more vs. less study time
per item in each list). In our analysis, the test blocks can be
seen as playing the role of lists with different strengths.
However, it is important to note that there was nothing
in the testing procedure to demarcate the test blocks for
participants. Hence, any process that adjusted response
criteria must have been in some way sensitive to continuous changes in memory strength over the course of testing.
Further light was shed on this finding by the confidence
ROC analysis, which suggested that the average of old and
new distributions means increased over test positions. An
ROC model must necessarily fix a location parameter in
order to identify the latent memory strength or familiarity
distributions (Rouder et al., 2010). Pratte and Rouder’s
(2011) model fixes the new vs. old response criterion at
zero for this reason. However, the same pattern of results
could have been caused by a downward shift in response
criteria at a slower rate than the decline in the old meanmemory-strength, resulting in the observed decrease in
hit rates and increase in false-alarm rates. Turner, Van
Zandt, and Brown (2011), for example, suggested a
stimulus-driven mechanism by which such dynamic

adjustments might occur. Alternately, a likelihood-based
decision process with a fixed criterion could produce the
same effect, as long as the likelihood calculation was ‘‘informed” (Criss, 2006) about lag decline and/or testposition interference effects.
Item-context facilitation
Item-context facilitation was supported by a comparison between the Randomized Blocks (i.e., a strong studytest-context match) and the Randomized Trials (i.e., a weak
study-test-context match) conditions, a comparison that
equates the entire lag distribution (see Fig. 1). This comparison indicated that item-context facilitation had a large
effect in our paradigm, with traditional analyses of new vs.
old choice data indicating an increase in d0 of more than 0.5
for the Randomized Blocks than Trials conditions. This
effect was mirrored by a very similar increase in D0 for both
UVSD and DPSD model fits to confidence ROCs.
In Schwartz et al.’s (2005) randomized-trials experiment item-context effects were measured by comparing
responses to old test items following test items from adjacent study list positions to those following test items from
study positions 10 or more different. They found that old
items were most often given high-confidence-old ratings
when they were preceded by a study-adjacent old item
that had also been given a high-confidence test rating. In
agreement with a DPSD explanation, they suggested these
high confidence responses were associated with recollection. However, they added the qualification that this
entailed recollection of details not only about the item
itself, but also about the item’s study neighbours, perhaps
due to associations formed by co-rehearsal at study.
Our fits of the DPSD model, reported in detail in Supplementary materials, did not support item-context facilitation being mediated by the overall level of recollection.
That is, recollection was not more frequent for the Randomized Blocks than Randomized Trials condition, despite
the much greater item-context facilitation that occurred in
the former test order. However, it is possible that performance was facilitated in the Randomized Blocks condition
because the recollections that did occur more often contained information about adjacent study items.
Alternately, item-context facilitation may have been
mediated by compound (multi-item) cues being matched
to compound memory-images formed by co-rehearsal during study, which would be consistent with the cue-tomemory image matching perspective associated with the
UVSD account. In either case, the magnitude of the effect
– first reported by Schwartz et al. (2005) in recognition
but not since further examined to our knowledge – suggests that item-context facilitation deserves greater empirical and theoretical investigation.
Accounting for ROC asymmetry
In agreement with the marked asymmetry in our confidence ROCs, the DPSD model estimated a high level of recollection (around 50% on average) and the UVSD model
estimated much greater variability in old than new memory strength (by around 40% on average, corresponding
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to a zROC slope of 0.7). The latter result (and similarly
Pratte & Rouder’s, 2011, results which were also based on
a random item and participant model) differs quite substantially from conventional methods based on averages
over items, where old standard deviations are estimated
at only 25% larger than new standard deviations (corresponding to a zROC slope of 0.8; e.g., Ratcliff, McKoon, &
Tindall, 1994; Ratcliff et al., 1992).
One of the additional aims of our experiment was to
test Ratcliff et al.’s (1992) suggestion that ROC asymmetry
is, at least in part, caused by variability in old memorystrength associated with lag differences between old items.
Relative to the Forward condition, lag variability increased
by factors of almost 5 and 9 for the Randomized and Reverse conditions respectively – and so our design afforded a
powerful manipulation. Despite these differences there
was no corresponding increase in ROC asymmetry across
test-order conditions. This invariance was reflected in negligible differences across test-order conditions in estimates
of the old standard deviation and recollection parameters
that determine ROC asymmetry in UVSD and DPSD models
respectively.6
Alternate explanations of ROC asymmetry situated
within UVSD and DPSD frameworks have been actively
debated. Our finding of overall greater old item variability
but no modulation of this effect across test-order conditions is consistent with Wixted’s (2007) encoding variability account, as encoding conditions were equivalent across
test position and the test-order designs in our experiment.
However, there is evidence to suggest that ROC asymmetry
is unaffected by encoding manipulations of the degree of
learning, such as study time, at least for high levels of performance (e.g., Ratcliff et al., 1992, 1994, but see
Heathcote, 2003, for an exception with distributed
strengthening). Koen and Yonelinas’ (2010) discrete-state
dual-process explanation is also consistent with our findings as long as it is assumed that recollection is insensitive
to our test-order manipulations. If this is the case, it would
seem that recollection is different from recall in that the
match between study and test item-context, particularly
in our Forward design, would be expected to facilitate
recall (Farrell, 2012; Howard & Kahana, 2002).
DPSD vs. UVSD models
Because the DPSD and UVSD models have largely converged in their accounts of the effects of interest – due to
these effects being mediated by very similar mechanisms
in the two models – we have not considered the relative
merits of the two models. Before making that model comparison we note that it is important to understand how it
6
It is, however, important to acknowledge that we did find ROC
asymmetry decreased across test blocks in our re-analysis of Pratte
et al.’s (2010) data reported in supplementary material. Their experiment
differed from in terms of overall discrimination being about half that in
ours. It is possible that the high accuracy in our experiment masked our
ability to see effects in asymmetry. Pratte and Rouder (2012), for example,
observed that when overall accuracy is approaches floor, ROC asymmetry
remains unaffected and instead effects appear in d0 . If the same trend holds
at ceiling, this could account for our negligible effect on ROC asymmetry,
but clearly further experimentation is required to test this explanation.

67

relates to the broader idea of single- vs. dual-process theories of recognition memory. In particular, we agree with
Wixted (2007) that the UVSD model can be seen as consistent with a dual-process theory in which a continuous
memory-strength variable is the sum of graded information
provided by recollection and graded information provided
by familiarity. Hence, we believe it is best to construe this
model comparison as contrasting specific discrete vs. continuous mechanisms that account for ROC asymmetry.
We found using Bayesian methods that the UVSD model
fit substantially better, but was also substantially more
complex, than the DPSD model. Klauer and Kellen (2011)
also found using minimum-descriptive length based methods that the UVSD was more complex than DPSD. However, the difference we found in complexity was much
greater than that reported by Pratte and Rouder (2011)
using similar methods. This may be a result of design differences given that complexity measures can be design
dependent.
When we used several model selection techniques that
penalize complexity to varying degrees and in varying
ways (see Supplementary materials for details), the UVSD
model’s advantage in fit was sufficient to completely overwhelm the penalty. The advantage in fit agrees with results
often reported for maximum likelihood fits of confidence
ROC data (e.g., Heathcote, 2003; Heathcote et al., 2006;
Wixted, 2007). Our selection of the UVSD model is also
consistent with Jang, Wixted, and Huber’s (2009) analysis
where complexity differences were accounted for using a
parametric bootstrap method (Wagenmakers, Ratcliff,
Gomez, & Iverson, 2004).
Using the same methods as ours, Pratte and Rouder
(2011) found the DPSD model was slightly less complex
but also fit slightly better, and so was consistently selected
over the UVSD model. Pratte and Rouder’s (2011) analysis
was based on data from Pratte et al. (2010), which had a
design very similar to our Randomized Trials condition,
except that they used only one study-test cycle with lists
about eight times longer than ours (240 study items and
480 test items, with an equal number of new and old
items). However, they did not include an effect of test position in their models. We decided to re-analyse their data to
determine whether the test-position interference effect
occurred in their data, and, if so, to assess whether failing
to take this effect into account resulted in the different
model selection outcomes reported (see Supplementary
materials for details). Although we replicated selection of
the DPSD over UVSD model the UVSD advantage was much
smaller than in our data. We also found evidence for an unmodelled attentional decline during study in Pratte et al.’s
data – a decline that was not evident in the raw studyposition effects because it was masked by the opposing
lag-decline effect. These results emphasize, once again,
the importance of addressing potentially confounded
effects in the study-test list paradigm. Whether attentional
effects, or much lower overall accuracy, or some other factor, also explains other differences between their data and
our data (e.g., reduced ROC asymmetry with increasing lag
and test position, and corresponding differences in UVSD
old standard deviation and DPSD recollection parameters)
remains a matter for future research.
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Taken together we believe two implications should be
drawn from these model selection results. First, future
analyses should at a minimum fit both the UVSD and DPSD
models and carefully weigh the evidence they provide. Second, there is a continuing need to explore alternative models that like UVSD and DPSD allow for detailed modelling
of ROC data. Although our findings, and those of Pratte
and Rouder (2011), consistently rejected some variants
including the EVSD and Gamma models, alternatives such
as Onyper, Zhang, and Howard’s (2010) some-or-none recollection model and DeCarlo’s (2002, 2003, 2007, 2008)
finite-mixture model merit further investigation. For all
of these frameworks, we also believe there is a compelling
case to include random item effects (see also DeCarlo,
2010, 2011) and to explore the use of covariates to statistically control potential confounds.
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